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Abstract

High performance processors empoy hardware data prefetching to reducethe negative performanceimpact of large main
memory latencies. While prefetding improves performance substartially on many programs it can sign cantly reduce
performarce on others. Also, prefetding can sign ca ntly increase memory bandwidth requrements. This paper proposes
a medanism that incorporates dynamic feedtadk into the designof the prefether to increase the average performance
improvemetn provided by prefetting as well as to reduce the negative performance and bandwidth impact of prefetding.
Our mechanism estimategprefetdier accuracy, prefettier timeliness,and prefetder-caused cache pollution to adjust the
aggressiveress of the data prefetdher dynamically. We introduce a new methal to track cace pollution causedby the
prefetder at run-time We also introduce a mechanism that dyramicdly deddeswhere in the LRU stad to insert the
prefetdiedblocksin the cache based on the cache pollution caused by the prefetder.

Usingthe proposeddynamic mehanismimproves average performarceby 6.5% on the 17 memay-intersive benrchmaks
in the SFEC CPU2000 suite compared to the best-gerforming conventiona streambased data prefetdier cong uration,
while it conrsumesl8.76 lessmemorybandwidth Comparedto a conventina stream-baseddata prefetther cong uration
that consumessimilar amownt of memory bandwidth, feedack directedprefetding provides 13.6% higher performarce
Our resultsshow that feedbadk-directedprefetding eliminatesthe large negative performance impact incurred on some
benchmarksdue to prefeching, and it is applicable to streambasedprefetters,global-history-buffer baseddeltacorrelation
prefetders,and PC-basedstride prefetdiers.

1. Intr oduction

Hardware data prefetching works by predicting the memay accesspatternof the program and specuatively issung
prefetch requeststo the predided memory addressesbefore the program accesseshose addreses. Prefetching hasthe
potential to improve performarceif the memoty accesspatternis correctly predictedand the prefetchrequestsareinitiated
early erough before the program accessesthe predcted memay addresses. Sine the memay laterciesfacedby todays
processorsreon theorder of hundredsof proces®r clock cycles accuateard timely prefetching of datafrommainmemay
to the processor cactescanleadto signi cant perfformancegainsby hiding the latercy of memory accesss.

Onthe otherhard, prefetding cannegatively impactthe performanceand erergy consumption of a processodueto two
major reaons, eecially if the predcted memay addressesare not acairae:

First, prefetiching canincreasehe contertion for memay bardwidth availablein the processosystem.The addtiond
bardwidth contention causedby prefetchescanleadto increasedRAM bankcon icts, DRAM page con icts, memay
bus contertion, and queueng delays. This cansigni cantly rediwce performarce if it resultsin ddaying demar (i.e.



load/stae) requests. Furthermore, inaccurateprefetchescanincrease the erergy consumption of the processobecatse
they result in unnee@ssay memay aceses(i.e. waste memory/bus bandwidth). The bandwidth cortention due to
prefetchirg will becane more sign cant asmore and more proceséng coresare integrated onto the samedie in chip
multiprocessas, effectively redicing the memay bandwvidth available to each core. Therebre techniquesthatreduce
the memay bardwidth corsumption of hadware prefetchers while maintairing their performanceimprovemert will
becane more desrableandvaluabie in future processas [20].

Seond, prefetchirg cancauwse cachepollution if the prefetcheddaa displacesade blocks that will laterbe neeadby
load/stae instructions in the program?® Cacte pdlution due to prefetcling may not only reduce performarce but also
wastememay bandvidth by restting in additional cachemises.

Furthermare, prefetcter-causedcacte pollution generatesnen cache missesandthose geneatedcacte missesin turn

gereratenew prefetchrequests. Herce, the prefetcter itself is a positive feedtadk systemwhich canbe very unstable
in termsof bath pefformarce and bandwidth consunption. Therefore, we would like to augnert the prefetcher with a
negative feedtadk systemto make the prefetchirg systemmore stale.

Figure 1 conparesthe performarce of varying the aggressiveness of a streambasedhardwvare data prefetcher from No
prefetding to Very Aggressve prefetting on the 17 memay-intersive berchmarksin the SPECCPU2000 berchmark suite?
Aggressve prefetchirg improvesIPC peformanceby 84% on average® comparedto no prefetching andby over 800% for
same bendmaks (e.g mgrid). Furthernore aggressive prefetcing on averag peforms better than consevative and
middle-of-the-road prefetchirg. Unfortunately, aggressve prefetching sign cantly reduces pefformance on sone berch-
marks. For examge, anaggressve prefetcter reducesthe IPC peformanceof ammp by 48% andapplu by 29% comparedto
no prefetching. Hence, blindly increasinghe aggressveress of the hardware prefetchercandrasticallyreduce performance
on several apgications even though it improvesthe averageperformanceof a procesa. Sinceaggressive prefetching sig-
ni cantly degradesperformarce on sane benchmaiks, many modem processas enploy relatively consenative prefetching
mechanismswherethe prefetcter doesnot stayfar aheadof the demand accesstreamof the program|[6, 22].

The gaal of this paperis to reduce the nggative peiformarce and bardwidth impad of aggessve daa prefetching while
preseving the large pefformarce bere ts provided by aggessve prefetiching. To actieve this goal, we proposesimge and
implementalbe mechamsmsthatdynamicdly adust the aggressvenessof the hardvare prefeicheraswell asthelocationin
the proceser cachewhetr prefeiccheddaais inserted

The proposedmechanismsestimatethe effectivenessof the prefetcherby moritoring the accuagy andtimelinessof the
prefetchrequestsaswell asthe cacte pdlution cawsed by the prefetch requeds. We descrile simple hardwvareimplemen-
tationsto estimateaccuacgy, timeliness,ard cacte palution. Based on the run-time estimaions of thesethree metrics,the
aggressvenessof the hardware prefeticheris decreasedr increasedlynarnically. Also, basedon the run-time egimation of
the cacle pollution cawsedby the prefetcher, the proposedmechanismdynarrically decideswhere to insertthe prefetcted
blocks in the processr cachés LRU stack.

INote thatthis is a problem only in designswhere prefetch requess bring data into processor caches ratherthan into separae prefetch buffers[12, 10].
In mary cument processorge.g. Intel Pentum 4 [6] or IBM POWERA4 [22]), prefetch requess bring daa into the processorcaches. This reducesthe
compkxity of the memorysystemby eliminaing the neal to desgn a seprae prefetch buffer. It alsomakesthelarge L2 cache spae available to prefetch
requests,enaling the prefetchedblodks and demand-fetched blocksto shae the available cache memory dynamically rather than steticdly paritioning the
storage spae for demand-fetched andprefetcheddata

2pggressienessof the prefetcheris determinedby how far the prefetcher staysahead of the demand aacessstream of the programaswell ashow mary
prefeich requests aregenerded, asshowvn in Table 1 and describedin Sedion 2.1. Our simulation methodology, berchmaks, and prefetchercon g uraions
aredescribed in detil in Sedion4.

3Similar results were reportedby [7] ard [16]. All averagelPC resutsin this pape are computel asgeametric meanof the IPC's of the benchmarks.
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Figure 1. IPC performanc e as the aggressiveness of a stream-based prefetcher is increased.

Our resultsshav that using the proposeddynanic feechad mecharisms improve the average pelformarce of the 17
memay-intensive benchmarks in the SPECCPU2000 suiteby 6.5% comparedto the best-performing conventional stream-
basedprefetchercon guration With the propased mechanism,the negative performanceimpactincurred on someberch-
marks due to strean-basedprefetching is completdy eliminated Furthermore, the proposedmecharism consunes 18.7%
lessmemay bandvidth than the best-@rforming streambased prefetchercon guration Commparedto aconventioral stream-
basedprefetchercon g uration tha consunmessimilar amount of memay bandvidth, feedackdirected prefetching provides
13.6% higher pefformarce. We also shav that the dynamicfeecbhadk mechanismworks similarly well whenimplementedto
dynamically adust the aggessvenessof a globd-history-buffer (GHB) based deltacorrelation prefetcher [9] or aPCbased
stride prefetcher [1]. Conparedto a conventional GHB-baseddelta correlationprefetchercon g urationtha consunmessim-
ilar amaunt of memory bandvidth, the feedbackdirected prefetching mecharnism provides 9.9% higher perfformance. The
proposedmectanismprovides thesebere ts with a moded hardware storagecost of 2.54 KB and without signi cantly in-
creasinghardwarecomnplexity. Onthe remaining 9 SFEC CPU2000 berchmarks, the proposed dynamicfeedbackmechtanism
performsaswell as the best-peforming corventional streamprefetche con g uration for those9 benchmarks.

We rst provide brief backgound on hadware data prefetching in the next section. Section3 descrilesthe detals and
implementation of the proposedfeedtackdirectedprefetching mechaiism. Our experimental evaluation mettodology is
presetiedin Setion 4. We provide the resuts of our expeimerta evaluatiors and our aralysesin Section5. Finally, we

descrile relatedresearchn Section6.

2. Background and Motivation

2.1. Stream Prefeicher Desgn

We brie y provide backgound on how our baselire streamprefetcker works. The streamprefetcher we model is based
on the stream prefetcler in the IBM PONER4 proces®r [22] and more details on the implemertation of stream-based
prefetcting can be found in [10, 17, 22]. The modeledstream prefetcter brings cacle blocks from the main memay to the
last-level cache, which is the secand-level (L2) cache in our baselineprocessor

The streamprefetderis ableto keeptrack of multiple differern acces streans. For each tracked aacessstream, a stream
tracking ently is createdn the streamprefetcher Eachtrading ertry canbein oneof four different states:



1. Invalid: Thetradking ertry is not allocaed a streamto keeptrackof. Initially, all tracking entiies arein this state.

2. Allocated A demar (i.e. load/stoe) L2 missallocatesatracking entry if the demam miss doesnot n d ary existing
tracking entiy for its cacheblock addess.

3. Training: The prefetche trains the direction (ascendng or desceding direction) of the streambased on the next two
L2 misseswhich ocaur +/- 16 cacle blocksfrom the rst miss? If the next two aacces®sin the streamareto ascending
(desceding) addres®s,the diredion of thetracking ertry is setto 1 (0) and the ertry transitiors to Monitor and Reqest
state.

4. Monitor and Request: The tracking ertry monitors the accesset a memay region from a beginning pointer (address
A) to an endng pointer (addessP). The maxmum distancebetweenthe beginning pointer and the ending pointer is
deternined by Prefetch Distance, which indicateshow far ahead of the denmandaccesstrean the prefetcter cansend
reguests If thereis adenmand L2 cacle accessto a cacheblock in the monitored memory region, the prefetcher requests
cacheblocks[P+1, ..., P+N] as prefetchrequests(assuming thedirection of thetracking entryis setto 1). N is cdledthe
Prefett Degree. After sendng the prefetch requeststhe trading ertry starts moritoring the memay region between
addresss A+N to P+N (i.e. effectively it movesthetracked memay region by N cacte blocks).®

Prefetd Distance and Prefetd Degreedeteminethe aggressveress of the prefetcler. In atraditional prefetchercong-
uration, the valuesof Prefetd Distane andPrefetd Degreeare xed at the designtime of the processor In the feedtack
directed mectanismwe propose, the processr dynarrically chargesthe Prefett Distance and Prefett Degreeto adjustthe

aggressvenessof the prefetcher.

2.2. Metri csof Prefecher Effectiveness

We use threemetiics (Prefetd Accuracy, Prefetd Latenessand Prefether-Gererated Cache Pollution) asfeedackin-
putsto feedbad directedprefetcters. All threemetricsarees®rtial to dynamicdly decice the aggessvenessof aprefetcher
In this sectio, we de ne the metrics and descrbe the relatiorship beweenthe metiics andthe performarce provided by a
conventional prefetcher. We evaluate four congu rations: No prefetting, Very Conservativeprefetding (distarce=4 de-
gree=1), Middle-of-the-Road prefetching (distance=16, degree=2) ard Very Aggressiveprefetding (distance64, degree=9.

2.2.1. Prefetch Accuracy: Prektchaccuragy is a meaure of how accuately the prefetchercan predict the memay ad-
dressesha will beaccessetly the program. Prefdach accuragy is de nedusingthefollowing equation:

N umber of Useful Pref etches
N umber of Prefetches Sent ToM emory

Prefetch Accuracy =

where Numker of Usefu Prefetdiesis the number of prefetched cacte blocks that are used by demandrequeds while they
areresiert in the L2 ceche.

Figure 2 shavs the IPC (retired Instrictions Per Cycle) performanceof congu rations with differert prefeicher agges-
siveress along with prefetchacairacy measurd overtheertire run of eachbenchmaik. The resultsshow thatin berchmarks

“Note tha all addresses traced by the prefetcherare cacheblock addresses.

SRight after atracking entry istrained the prefetcher se the begiming pointer to thethe rst L2 miss addressthat all ocated thetracking enty andthe
endng pointer to the lastL2 miss addressthat determined the direction of the entry plus aninitial stat-up distance. Until the monitored memory region's
size becomesthe same as the Prefetch Distarce (in terms of cacheblocks), the trading entry increments only the ending pointer by the Prefetch Degree
whenprefeichesare issued (i.e. theending pointer points to the lastaddressrequested asa prefetch and the stat pointer pointsto the rst L2 missaddress
tha allocaed the tradking ertry). After the monitored memoryregion's size becomes the sameas Prefetch Distance both the begnning pointer andthe
endng pointer areincremened by the Prefetch Degree (N) when prefetches are issuel. This way, the prefetcher is able to serd prefech requess thatare
Prefetch Distanceahead of the demarl accessstream.



whete prefetch accuragy is lessthan 40% (in applu, galgel, ard anmp), emgoying the stream prefeter always degrades
performarce comparedto the no prefetcker congu ration In all benchmariks where prefetchaccuacy is higher than 40%

(exceptmcf), empoying thestreanprefetche signi cantly improvespeiformarceoverno prefetching. For berchmarks with

high prefetch accuracy, performance increasesasthe aggressvenressof the prefetcter is increased Hence the performance
improvementprovided by increasingthe aggressienessof the prefetcleris correlatedwith prefetchaccuagy.

5.50-

5.00 = No prefetching |
: m = Very Conservative|
4.50- = Middle-of-the-Roagt
[} = Very Aggressive
S 4.00 N
> Q
O 350 g
o) m o
Q. 3.00 o
» <
S 250 5
© o
2 2.004 ©
2 150] o
1.00 = Very Conservativel
= Middle-of-the-Roa
0.50 .
= Very Aggressive
[
0.00 © S ) >

&
&\Q &

GRS o @
& & 8 QQ\@Qé &

& S

Figure 2. IPC performance (left) and prefetch accuracy (righ t) with different aggressiveness con gurations.

2.2.2. Prefetch Lateness: Prefdch latenessis a measue of how timely the prefetchrequestsgenematedby the prefetder
are with respectto the demand accessethat needthe prefetcheddaa. A prefetchis de ned to belateif the prefetchel data
hasnat yet retrnedfrom mainmenory by the time aloador store instrudion requeststhe prefetcheddaa. Eventhough the
prefetchrequests are accurae, a prefecher might not be alde to improve performanceif the prefetchrequestsare very late.

We de ne prefetchlateness as:

N umber of Late Prefetches
N umber of Useful Pref etches

Pref etch Lateness =

Figure 3 shows the performarce of congu rations with different prefetcher aggessvenessalong with prefetchlateress
measued over the ertire run of eachprogram. Prefetchlateness results explain why prefetcting doesnat provide signi cant
performarce bene t on mcf, even though the prefeich accumagy is closeto 100%. More than 90% of the useful prefetch
reguestsare latein mcf. In geneal, prefetchlateressdecreases asthe prefetcherbecanesmore aggressve. For exanple, in
vortex, prefetch latenesglecreases from 70% to 22% whena very aggesie prefetcheris usedinsteadof avery consenative
one Aggressve prefetching reducesthelatenesf prefetches becaseanaggressive prefetche genegatesprefetchrequests

earlier thana consevative prefetche would.
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Figure 3. IPC performance (left) and prefetch lateness (rig ht) with diff erent aggres siveness con gurations.



2.2.3. Prefetcher-Generated Cache Pollution: Prefetcher-geneated cacte pollution is a measuwe of the disturbance

causedyy prefecheddaain the L2 cache.Cachepadl ution cawsedby the prefetche is quartitatively de nedas:

N umber of Demand M issesCausedBY the Pref etcher

Pref etcher Generated CachePollution = -
Ut N umbe of Demand M isses

A demard missis de ned to be causedby the prefetder if it would not have occured had the prefetchernot been
presen. A highervalue for Prefetcher-Gererated Cadie Pollution indicatesthatthe prefetder pdlutesthe cache more. If
the prefetcher-geneatedcacte pollution is high, the peformarce of the processor can degrace becawse useful datain the
cachecoud be evicted by prefetched data. Futhemore, high cade pallution canalsoresultin higher memay bandwvidth

consumption by requiring therefetch of thedisplace datafrom main memary.

3. Feedback Directed Prefetching

Feedlack directed prefetching dynamicdly adaps the aggressveressof the prefetcter basedon the accuragy, lateress
and pollution metrics de ned in the previous section. In this section we descrike the hardvaremechaismsthat trackthese
metrics. We alsodescribeour feedlack directedprefetching mectanismthat usesthesemetiics to adust the betavior of the

prefetcher.
3.1. Hardware Mechanismsfor Collecting Feedback Information

3.1.1. Prefetch Accuracy: To track the usefunessof prefetchrequeds we add a bit, calledthe pref-hit, to eat tag-store
entry in the L2 cacle® When a prefetched block is insertedinto the cade, the pref-bit assodated with that block is set.
The accuncy of the prefetcher is tradked usingtwo hardware counters. The rst counter, pref-totd, tracks the number of
prefetchessent to memay. The secad counter, usedtotal, tracksthe numbe of usefd prefetchesWhena prefetchrequest
is sentto menory, the pref-total counteris incremerted. Whenan L2 cacheblock that hasthe pref-bit setis accesedby a
demandrequest,the pref-bit is reset and the usedtotal counter is incremerted. The accuacy of the prefetcher is compued
by taking the ratio of usedtotal to pref-total.

3.1.2. Prefetch Lateness: Miss StatusHolding Register (MSHR) [11] is a hardware structure that keepstrack of al the
in- ig ht memay requess. Before adlocatingan MSHR ertry for areques, the MSHR checlsif therequestedcacheblock is
being serviced by anearliermemory request. Each entry in theL2 cacheMSHR hasa bit, calledthe pref-hit, which indicates
that the memoty reqlestwasgereraed by the prefetcher A prefeich requestis lateif a demard requestfor the prefetcted
addressis geneatedwhil e the prefetchrequestis in the MSHR waiting for main menory. We usea hardwvarecourter, late-
total, to keeptrack of such late prefetches. If a demand requesthits an MSHR ertry that hasits pref-bit set,the late-tdal

counteris incremened,ard the pref-bit associged with tha MSHR ently is reset.Thelateress metiic is computedby taking

the ratio of the numberof late prefetchrequesty(late-total) to the total number of usefu prefetchrequests (usedtotal).

3.1.3. Prefetcher-Generated Cache Pollution: To trackthe number of demand misses causedby the prefetcher, the pro-
cessa needsto store information abou all the demandfetchedL2 cacte blocks dislodged by the prefecher However, such

amecharism is impracticalasit incurs a heary overheadin termmsof both hardware andcomplexity. We usethe Bloom Iter

SNote that severd proposedorefetching implementations,sud astaggednextsequential prefetching [5, 19] already employ pref-bits in the cache.



concept[2, 18] to provide a simpe cost-efective hadware mectanismthat can approximatethe number of demard misses
causedoy theprefetctler.

Figure 4 shavsthe Iter thatis usedto approximatethe number of L2 demand missescausedy the prefetcter. The Iter
consists of a bit-vector which is indexed with the outpu of the exclusive-a operatian of the lower andhigher order bits of
the cacte block address Whenablock that wasbrought into the cachedueto ademandmissis evictedfromthecadedueto
aprefetchrequest,thenthe Iterisaccesedwith theaddress of theevictedcadeblock ard the comespanding bit in the Iter
is set (indicaing that theevictedcadeblock wasevicteddueto a prefetchreques). Whena prefetchrequestis senicedfrom
memay, the pollution Iter isaaesgdwith the cache-dock address of the prefetchrequestarnd the correspnding bit in the

Iter is rest. Whena demand access missesin the cache,the Iter isaccessedsingthe cathe-block addessof the demad

request. If the correspading bit in the Iter is set, it is anindication that the demar miss was cawsedby the prefetcher
In swch cases, the hardware counter, pollution-total, that kegps track of the total number of demard missescatsed by the
prefetcker is incremened. Another counter, demand-total, keepstrack of the total number of demand misesgeneatedby
the processorandis increnentedfor eachdemandmiss Cacte palution cawsedby the prefetichercanbe conputed by taking
the ratio of pollution-total to demart-total. We use a 4096-entrybit vectorin al our experiments.

CacheBlockAddress[11:0

CacheBlockAddress[23:1.

Pollution Filter

Figure 4. Filter used to determine cache pollution caused by the prefetcher.

3.2. Sampling-basedUpdate of Feadback Information

To adap to the time-varying menory phasebehavior of a program, we useintenal-basedsamjping for al the counters
descrikedin Section 3.1. The executian time of a program is dividedinto intervals andthe valueof ead counteris computed
as:

1 . 1 .
CounterValue = ECounterVaIueAtT heBegnn ing Of T hel nterval + §C0unterVaIueD uringl nterval 1)

TheCounte ValueDuringntervalis resetattheendof eachsanpling interval. The above equation usedto updatethe counters
(Equation 1) gives more weight to the belavior of the program in the most recent interval while taking into accaurnt the
behavior in all previous intenvals Our mechanism de nesthe length of an interval basedon the numbe of usefil cache
blocks evicted from the L2 cache’ A hardware counter, eviction-count, kees track of the number of blocks evicted from
the L2 cacle. Whenthe value of the counter exceedsa statically-setthreshdd Ti e rvar , theintenal erds. At theendof an
interval, all counters descriledin Section 3.1 areupdatedaccordng to Equation 1. The updatedcourter values are thenused
to computethethree mdrics: acairacy, lateress, ard palution. These metiics areusedto adust the prefetcter beravior for
the next interval. The eviction-count register is resetand a new interval begins. In our expelimerts, we usea valueof 8192
(half thenumber of blocksin theL2 cache)for Tin ter val -

"Thereare other ways to de ne the lengh of aninterval, e.g. based on the numbe of instrictions executed. We usethe numbe of useful cache blocks
evicted to de ne anintenal beause this metric providesa more accurate view of the memory behavior of a progam than the number of instructons
executed



3.3. Dynamically Adjusting Prefetcher Behavior

At the erd of eath samping interval, the conputed values of the accuncgy, latenessand pollution metricsare usedto
dynamically adjust the betavior of the prefetcher. The behavior of the prefetcher is adustedin two ways: (1) by adusting
the aggressivenesf the prefetching medarism, (2) by adjusting the location in the L2 cacte's LRU stackwhete prefetcled
blocks areinsertel.

3.3.1. Adjusting Prefetcher Aggressieness The aggressiveress of the prefetcter directly determnes the paotential for
bere t aswell as ham that is causedby the prefether By dynamically adapting this paraneter basedon the cdlected
feedackinformation, the processa cannot only achieve the performarcebere ts of agyressive prefetching during program
phaseswhere aggressive prefetching performs well but also eliminae the negative performarce and bardwidth impact of
aggressve prefetching during phasesvhereaggessve prefetching perfformspoorly.

As shown in Table 1, our baselire stream prefetcter has ve differentcon gurationsrarging from \Very Conservativeto
\ery Aggressive The aggressiveress of the streamprefetcleris detemined by the Dynamic Con guration Counter, which is
a 3-hit saturéing counterthat satuatesat values1 ard 5. Initially, the value of the Dynamic Con guration Courter is setto
3, which indicatesMiddle-of-the-Roadaggessvenessstriking a middle ground betweertoo corservative andtoo aggessve

prefetching.
| DynamicCon guration Courter | Aggressiveess | Prefetd Distance | Prefetd Degree |
1 Very Corsenative 4 1
2 Corsenative 8 1
3 Middle-of-the-Rod 16 2
4 Aggressie 32 4
5 Very Aggressve 64 4

Table 1. Stream prefetcher con gurations.

At the end of eachsanpling interval, the valueof the Dynamic Cong uration Counter is updatedbasedon the compued
valuesof the accuagy, latenessard pollution metics. The computedacairecy is compared to two thresholds (Anig n and
Ajow ) ardisclassi ed ashigh, medum or low. Similary, the computedlatenesss comparedto asinde threshadd (T aten ess)
andis class ed aseitherlate or not-late. Finally, the computed pollution causedby the prefetcher is comparedto a single
threstold (Tpon uti on) @rd is classi ed ashigh (polluting) or low (not-polluting). We usestaticthresholdsin our mecharisms.
Theeffectivenessof our mechaiism canbeimprovedby dynamicallytuning the valuesof thesethreshdds and/or usingmore
threstolds, but such optimization is out of the scope of this paper In Section5, we showv thatevenwith untunedthrestold
values the proposedfeedackdirected prefeiching mecarism cansign cantly improve performane andreduce memay
bandwidth consunption on different dataprefetches.

Table 2 shavs in deail how the estimate valuesof the three metricsare usedto adust the dynamic con guration of
the prefetcher. We detemined the counter updatechdce for ead caseenvpirically. If the prefetdhesare causingpollution
(all even-numbered cases)the prefetche is adjusted to be lessaggressive to reduce cacte palution and to save memay
bardwidth (exceptin Ca® 2 whenthe accuacgy is high and prefetctes are late — we do increase aggessvenessin this
cas to gain more bene t from highly-accurate prefetctes). If the prefetchesare late but not polluting (Cases 1,5,9), then
the aggressiveness is increased to increasetimelinessunless the prefetch accuragy is low (Case9 — we do nat increase
aggressvenessin this case becaisea large fractionof inaccurateprefetceswill wastememory bardwidth). If the prefetches
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are neither latenor palluting (Cases3, 7, 11), the aggessveressis left unchargedexcept whenthe accuggy is low (Casell

—wereduceaggessvenessn this caseto save wastedmenory bardwidth dueto inaccuateprefetches)

| Case | Prefetch Acauracy | Prefetd Lateness | CachePollution [ Dynamic Con guration Counter Update (reason) |

1 High Late Not-Polluting Incremant (to increasetimeliness)

2 High Late Polluting Increment (to increasetimeliness)

3 High Not-Late Not-Polluting No Change (bestcasecon guration)

4 High Not-Late Polluting Decremen(to redice pollution)

5 Medium Late Not-Polluting Incremant (to increasetimeliness)

6 Medium Late Polluting Decremen(to redice pollution)

7 Medium Not-Late Not-Polluting No Change (to keepthebene ts of timely prefetctes)
8 Medium Not-Late Polluting Decremen(to redice pollution)

9 Low Late Not-Polluting No Change (to keepthebene ts of timely prefetctes)
10 Low Late Polluting Decremen(to redice pollution)

11 Low Not-Late Not-Polluting Decremen (to sarze bandvidth)

12 Low Not-Late Polluting Decrenent(to reducepadlution andsave bandwidth)

Table 2. How to adapt? Use of the three metrics to adjust the aggressiveness of the prefetcher.

3.3.2. Adjusting Cachelnsertion Policy of PrefetchedBlocks: Ourfeedbackdirectedprefetchng mechamsmalsoadusts
the locationin which a prefetthedblock is insertel in the LRU-stadk of the correspading cacle setbasedon the obsened
behavior of the prefetche. In mary cacheimplementations, prefetched cache blocks are simply inseted into the Most-
Recantly-Used (MRU) position in the LRU-stack since such aninsertian palicy doesnot requre ary chargesto the cache
implementation. Insertingthe prefetched blocks into the MRU position canallow the prefetcter to be more aggressve and
reqestdatalong before its usebea@usethis insertionpalicy allows the useful prefethedblocks to staylonger in the cade.
However, if the prefetchedcacte blockscrede cachepollution, having a differentcache insetion policy for prefetctedcache
blocks can help reduce the cachepadlution cawsed by the prefetcler. A prefetchel block thatis not useful createsmore
pollution in the cacheif it is insertedinto the MRU position rather than a lessrecently usedposition becase it stays in
the cadhe for a longer time period, occupying cade spae that could otherwise be allocatedto a useful demar-fetched
cacheblock. Therefore, if the prefetchrequestsarecausingcackhe palution, it would be desiralbe to redicethis pollution by
charging the locationin the LRU stackin which prefetchedblocks areinserted

We proposeasimple heuistic thatdecideswherein the LRU stackof the L2 cacheset aprefetchedcadheblodk is inserted
basedon the estimatedprefetche-generatedcachepadl ution. At the end of asamping interval, the estimatedcade pollution
metricis comparedto two threshdds (Piow andPhi gn) to deternine whetrer the pollution cawsed by the prefetche waslow,
medum, or high. If the pollution cawsed by the prefetcter waslow, thenthe prefetchedcade blocks are inserted into the
middle (MID) positionin the LRU stackduring the next samping intenval (for an n-way set-as®ciative cache,we de ne
the MID position in the LRU stackasthe f |oor(n=2)th least-ecentlyused position).® On the other hard, if the pollution
causedby the prefetcher wasmedum, the prefetcted cacle blocks are inserted into the LRU-4 position in the LRU stack
(for ann-way set-associate cache we de ne the LRU-4 pasition in the LRU stack asthef [oor (n=4)th lead-recently-used
position). Finally, if the pdlution cawsed by the prefetche washigh, the prefetchedcacte blocks are insertedinto the LRU
positionduring the next samping interval in order to reducethe pal ution cawsed by the prefetchal cacheblodks.

8We foundthatinserting prefetched blocksinto the MRU positiondoes notprovide signi cantbenets overinseringthemin theMID position. Therdore,
our dynamic mechanismdoes notinsertprefetchedblocks into the MRU postion. For a detdl edaralysisof the cacteinsetion pdlicy of prefetchedblocks,
see Sedion5.2.
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4. Evaluation Methodology

We evaluatethe performarce impact of feedback directedprefetching on an in-house executin-driven Alpha lSA sim-
ulator tha modelsan aggessve supeascalar out-of-order execution processa. The paameders of the processomwe modd
are shovn in Table3. As theperformarceimpactsof prefetchirg and our mechanisns are depencert on the menory system
modeled we brie y describe our memay model next.

Pipeline 20-cyck minimum branchmisprediction pendty; 4 GHz processor

Brand Predctor aggessve hybrid brarch predictor (64K-ertry gshae, 64K-entry per-addessw/ 64K-entry sekedor)
wrong-math execution faithfully mocdeled

Instruction Window | 128-entry reorcer buffer; 128-ertry INT, 128-enty FP physicd register fil es;64-enty storebuffer;
Exeaution Core 8-wide, fully-pipelined except for FPdivide full bypass network

On-chip Caches 64KB Instruction cachewith 2-cycle latency;

64KB, 4-way L1 data cachewith 8 banksard 2-cycle latercy, all ows 4 load accesseper cyde;
1MB, 16-way, unified L2 cache with 8 banksand 10-¢ycle latency, 128 L2 MSHRs,

1L2 rea port, 1 L2 write port; all caches useLRU repacement and have 64B block size

Busesand Memory | 500-cyde minimummain memory latercy; 32 DRAM banks;32B-wide, split-transa&tion
coreto-memorybusat 4:1 frequencyratio; 4.5 GB/s busbardwidth; max 128outstanding missesto main memory;
bark con i cts, bardwidth, port contention, andqueueing ddays faithfully modeled

Table 3. Baseline processor con gu ration.

4.1. Memory Model

We evaluate our mechanisms using a detaled
memay model which mimics the behaior ard LCache L."Ccecnefils
the bardwidth/part limitations of &l the hardwere

structures in the memory system faithfully.  All LCache
the mertioned effects are modeled correctly and misses
bardwidth limitations are erforced in our mocel l
as descriled in [15]. The maja compaonents in
the evaluated memay model are shown in Fig-
ure5. Thememay bus hasabardwidth of 4.5GB/s. o J

D-Cache D-Cache fills

D-Cache misses and
write backs

Prefetches
‘ Prefetch Req Queue % ————————— L2 Request Queue

L2-Cache hits

Hardware

Thebaselinehardvaredataprefeicherwe modelis a T | P— 3 L2 Cache _
streamprefetclerthat cantrack64 differert streams. Engine | tanthe prefconer rcachetle
Prefetchrequeds genentedby the streamprefetcher : ‘

are inserted into the Prefetch Reques Quete which Create racking enes L2 misses | wris backs
has 128 entries in our model. Requeds are drained ‘ Bus Request Queue ‘ ‘ L2 Fil Queue ‘
from this quete ard inserted into the L2 Request P l ,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,, } ,,,,, On-Chip
Quele andaregiven the lowestpriority sothatthey | |
do not delay demant load/stoe requests Requeds . '
that missin the L2 cache accessDRAM menory

by going through the Bus ReqlestQuete. L2 Re-

‘ Memory Controller ‘

quest Quele, BusRequestQueue,andL 2 Fill Quele i
have 128 ertries each Only when a prefetch re-
quest goesout on the bus doesit court towards the DRAMWemoy Banks

number of prefetchessert to menory. A prefetchal
cacheblock is placel into the MRU positionin the
L2 cachein the baselinecon guration Figure 5. Memory system modeled in our evaluations.

4.2. Benchmarks

We focus our evaluation on those benchmaliks from the SPEC CPU2000 suite where the most aggressve prefetcer
con guration serds out to menory at least200K prefetch requeds over the 250 mill ion instruction run. On the remairing
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nine programns of the SPECCPU2®O suite, the patential for improving either performane or bardwidth-ef ciency of the
prefetcter is limited becausethe prefetcler is nat active (evenif it is congu red very aggressively).® For refererce, the
number of prefetcheggeneatedfor each benchmark in the SPECCPU2®O suiteis shavn in Tade 4.

The benchmarks were compiled usingthe Compaq C/Fortran complers with the-fas t optimizationsard pro le-driven
feedackemaled. All bendmaks arefastforwardedto skip theinitialization portion of eachberchmarkand thensimuated
for 250 million instructions.

gzip vpr gcc mcf crafty | parser eon | pelbmk gap vortex | bzip2 | twolf
31K | 246K | 110K | 258K | 59K 515K | 4969 9218 1656K | 591K | 336K | 2749

wupwise | swim mgrid applu mesa | galgel art equake | faceec | ammp | lucas | fma3d | sixtrack | apsi
79K 8766K | 2185K | 6038K | 273K | 243K | 13319K | 2414K | 2437K | 1157K | 1103 | 3643 29K 8656

Table 4. Number of prefetches sent by a very aggressive stream prefetcher for each benchmark in the SPEC CPU2000
suite. The benchmarks shown in bold are used in our evaluations.

4.3. ThresholdsUsedin Feedback Direded Prefetching Implementation

The threshdds used in the implementationof our mecharmsm are providedin Table5. We detemined the paranetes of
our mectarismemgrically. However, we did not tune the paranetersto our apgication set since this requiresanexporertial
number of simuationsin terns of the differentpaameer combinatiors. We estimatethat optimizing thesethreshdds can
furtherimprove the pefformarce and bardwidth-ef cien cy of our mechanism.

In systemswvhere bardwidth contention is estimate to be higher (e.g. systemsavhere mary threadsshae the memay
bardwidth), Anign and A threshdds can be increased to restrict the prefetclter from being too aggessve. In systerrs
whete the latenes of prefetches is edimatedto be higher due to higher cortention in the memay system, reducing the
Tiate ness threshdd canincreaseperformance by increasng the timelinessof the prefetcter. Redwcing T ol ution » Phig h OF
Piow threshold results in reducing the prefetdhergereratedcachepadlution. In systemswith higher contertion for the L2
cachespace(eg. systens with asmadler L2 cacheor with mary threads sharing the sane L2 cade), redwcing the valuesof
Tpoll ution » Phigh Or Piow may bedesiralte to reducethe cachepallution dueto prefetching.

| Ahig h | Alow | Tlat eness | Tpollu tion | F)hig h | PIow |
| 0.75 | 0.40 | 0.01 | 0.0 | 0.25 | 0.005 |
Table 5. Threshold s used in the evaluation of feedback direc ted prefetching.

5. Experimental Resultsand Analysis
5.1. Adjusting Prefetcher Aggressiveness
We r st evaluae the performance of dynanic feedback directedprefetching to adust the aggressveressof the stream

prefetcher (asdesribedin Sectio 3.3.1) in conpaitison to four tradtional congu ratiors that do not incorporate dynamic
feedack No prefetching, Very Consenative prefetching, Middle-of-the-Roadprefetchirg, andVery Aggressive prefetchirg.

9We alsoevaluated the remaning berchmarls thathave lesspatential. Results for thesebenchmarksareshown in Section 5.11.
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Figure 6 shows the IPC pefformanceof eachcon g uration Adjusting the prefeticher aggressveressdynamically (i.e. Dy-
namic Aggressiveresy providesthe bestaverageperformarce aciossall con guratiors. In particula, dynarrically adaging
the aggressiveness of the prefetcher using the proposedfeedackmechanism provides4.7% higher average IPC overthe Very
Aggressve congur ationand 11.9% higher IPC over the Middle-of-the-Roadcon gu ration.

Onalmostall berchmarks, Dynamic Aggressvenessprovidespefformarcethatis very closeto the peformanceacieved
by the best-performing tradtional prefetcter con g uration for eachberchmark. Hence,the dynamic mecharism is able to

detectand empoy the best-gerforming aggressiveness level for the streamprefetcter on a perberchmarkbass.

Figure 6 shavs that Dynamic Aggressiverss almost conpletely eliminatesthe large performancedegradation incurred
on somebenchmaiks due to Very Aggressie prefetching. While the most aggressive traditioral prefetch& con g uration
providesthe bestaverage performance,it resultsin a 28.9% performane losson applu anda 48.2% peformancelosson
ammp comparedto no prefetching. In cortrast, Dynamic Aggressvenessresuts in a 1.8% pefformarce improvement on
applu ard only a 5.9% performanceloss on ammp conpared to no prefetchng, similar to the best-gerforming tradtiond

prefetcher con g urationfor the two berchmarks.

5.50

5.00 = No prefetching ) |

M = VVery Conservative
4.50 = Middle-of-the-Road ~
= Very Aggressive

= Dynamic Aggressiveness

4.00
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Instructions per Cycle
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1.00
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Figure 6. Performance of feedback-directed adjustmen t of prefetcher aggressiveness in compari son to convention al
prefetcher con g urations.

5.1.1. Adapting to the Program Figure 7 shows the distribution of the value of the Dynamic Con guration Counter over
all sanplingintervalsin theDynamic Aggressiverss mechansm. For bendhmakswhereaggressive prefetcting hurts perfor-
marce (eg. applu, galgel,anmp), the feedback mechanismchoosesandempoys the leastaggressive dynamiccon g uration
(counter value of 1) for maost of the samping intervals. For exanple, the prefecheris con guredto be Very Corservative in
more than 98% of the sanpling intenvalsfor both apdu and amnp.

On the other hard, for berchmarks where aggessve prefetching signi cantly increasegpeformance (e.g wupwise,
mgrid, equake), feedlack directedprefetchirg enmploys the most aggressve con guration (counter value of 5) for most of
the sampling intervals. For exanmple, the prefetche is congu redto be Very Aggressve in more than 98% of the samging
intervalsfor wupwise,mgrid, andequake.
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Figure 7. Distri bution of the dynamic aggressiveness level (dynamic con guration counter) of the prefetcher in
feedback directed prefetching.

5.2. Adjusting Cache Insati on Policy of PrefetchedBlocks

Figure 8 shavs the perfformanceof dynamically adustingthe cacle insetion policy (i.e. Dynamic Insertion) using feed-
backdireaedprefetthing asdescriledin Section 3.3.2. The performarce of Dynamic Insertionis comparedto four differernt
staticinsertian padlicies that always inset a prefetcted block into the (1) MRU position, (2) MID (f loor(n=2)th) position
where n is the set-as®ciativity, (3) LRU-4 (f loor(n=4)th least-recerily-used)position, and (4) LRU positionin the LRU
stack Thedynarmic cacte insettion pdlicy is evaluatedusingthe Very Aggressve prefetcher con g uration

55

= No prefetching |
= LRU
4.5 = LRU-4 —
40 = MID |
’ = MRU

35 = Dynamic Insertiop—
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Figure 8. Performan ce of feedback-dire cted adju stment of prefetch insertion policy in comparison to static polic ies.

The datain Figure 8 shows that statically insertirg prefetctesin the LRU position canresultin sign cant average per
formarcelosscomparedto staticallyinserting prefetchesin the MRU pasition. This is becauseinsetting prefetched blocks
in the LRU positioncawsesanaggressive prefetcherto evict prefetchedblocks befare they get usedby demard loads/stors.
However, insertirg in the LRU pasition eliminatesthe performancelossdue to aggressve prefetching in benchmarks where
aggressve prefetding hurts performance(e.g. applu and amnp). Among the static cadhe insertian pdlicies, inseting the
prefetcted blocks into the LRU-4 position provides the bestaverage pefformarce, improving peformanceby 3.2% over
insertingprefetchedblocks in the MRU position
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Adjusting the cacte insertian policy dynamically provides higher performancethan ary of the static insertion pdlicies.
Dynamic Insertion achieves 5.1% better performane than inserting prefetchedblocks into the MRU position and 1.9%
better peformarce than inserting theminto the LRU-4 position Furthernore, Dynamic Inseition almost always provides
the performanceof the bed staticinsetion policy for eachberchmark. Hence,dynanically adapting the prefetch insetion
policy usingrun-time estimatesof prefetcher-geneated cade pdlution is able to detectand emgoy the best-performing
cacheinsertian policy for the streamprefetcher on a per-benchmark basis

Figure 9 shaws the distribution of the insertion position of the prefetched blocks when Dynamic Insettion is used For
berchmarks whete a static pdicy of inseting prefetcled blocksinto the LRU position provides the bestperformanceacioss
all staticcon g uratiors (apdu, galgel, amnp), Dynamic Insertion placesmost(more than50%) of the prefetcledblocksinto
the LRU position Therefore, Dynamic Insertionimprovesthe performane of thesebenchmarks by dynanically emgoying

the best-pe&forming insertia policy.
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Figure 9. Distri bution of the insertion positio n of prefetched blocks using the feedback-directed cache insertion policy.

5.3. Putting It All Together: Dynamically Adjusting Both Prefetcher Aggressivenes and Inserti on Policy

This sectionexaminesthe useof feead directedprefetchirg for dynamicdly adjusting both the prefetcler aggressve-
ness(DynamicAggressiveresg and the cacheinsertian policy of prefetchedblodks (Dynamic Insettion). Figure 10 conmpares
the performarce of ve differert medarisms from left to right: (1) No prefetching, (2) Very Aggressve prefetching, (3)
Very Aggressive prefetiching with Dynamic Insertion (4) Dynamic Aggressiverss , ard (5) Dynamic Aggressiverss and
Dynamic Insettion together.

Using Dynamic Aggressiveressand Dynamic Insertion together providesthe bestperformanceaciossall con g uratiors,
improving the IPC by 6.5% over the beg-peiforming traditioral prefetcher congu ration (i.e. Very Aggressve congu ra-
tion). This performarceimprovemert is greaterthanthe performanceimprovementprovided by Dynamic Aggressivenessor
Dynamic Insettion alone Herce, dynanically adjusting both aspectf prefetcherbehavior (aggessvenessandinsetion
policy) providescomplemenary performancebere ts.

With the useof feedlackdirectedprefetchirg to dynamically adust both aspectsof prefetcher betavior, the performance
lossincurred on sone bendimaks due to aggressive prefetcting is completely eliminated. No benchmarik losesperformance
compared to enploying no prefetching if both Dynamic Aggressivenss ard Dynamic Insertion areused. In fact, feedback
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directed prefetchirg improvesthepeiformarceof applu by 13.4% andamnp by 11.4%over no prefetching —two berchmarks
that othemwise incur very signi cant pefformarcelosseswith anaggessve tradtiona prefetcker congur ation
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Figure 10. Performance of feedback directed prefetching (adjusting both aggressiveness and insertion policy).

5.4. Impact of Feedlack Dir ected Prefetching on Memory Bandwidth Consumption

Aggressve prefetching canadverselyaffed the bandwidth consumption in the memay system when prefeichesarenot
usedor whenthey causecackhe pollution. Figure 11 shavs the bandwidth impact of prefetcting in termms of Bus Accesses
per thousand Instructions (BPKI).1° Increasingthe aggessvenessof the tradtional streamprefetchersign cantly increases
the memay bandwidth consunption, especiallyfor benchmarks where the prefetcrer degradesperformarce. The proposed
feedackdirectedprefetching mectarismreducesthe aggressivenessof the prefetcher in thesebendimaks. For exanple,
in applu and anmp our feedback mectansm usually choosesthe leag aggessve prefetchercon g uration ard the least
aggressve cadheinsertian pdicy asshavn in Figures7 ard 9. Thisresultsin thelargeredictionin BPKI shawvn in Figure 11.
Using the proposedfeedtack directedprefetcing mecharism (Dynamic Aggressiveressand Dynamic Insertion) consumnes
18.7% lessmemay bardwidth thanthe Very Aggressive tradtiona prefetcher con guration, while it provides6.5% higher
performarceasshown in Section 5.3,

Table 6 shavs the averageperformanceand averagebardwidth corsumpion of differert traditional prefetchercon g u-
rations and the dynamicfeedack direaded prefetchirg. Conparedto the traditional prefetcher con guration that consurres
similar amount of menory bardwidth as feedack directed prefetchirg®?, the feedback directed prefetchirg mechanism
provides 13.6% higher performarce. Hene, incomorating our dynamic feechack mechanism into the strean prefetder
signi cantly increaseshe bandwidth-ef ciency of the baseline streamprefetdier.

| || No prefetching | Very Corsenative | Middle-of-the-Road]| Very Aggressve | Feedlack-Directed]

IPC 0.85 121 1.47 1.57 1.67
BPKI 8.56 9.34 10.60 1338 10.88

Table 6. Average IPC and BPKI (Bus Acce sses per thousand Instruc tions) for diff erent prefetcher con gurations.

10we useBus Accessegrather than the numberof prefetchessen) asour bandwidth metic, becausethis metic includes the effect of L2 missescaused
dueto demand accessess well asprefetches. If the prefetcheris polluting the cache then the numbe of L2 missesdueto demandaacesses alsoincresses.
Hence, couning thenumber of bus accessegprovides amoreaccurae meaureof the memory bardwidth consumed by the prefetcher.
11Middle-of-the-Roal con guraion consume®nly 2.5% less memory bardwidth than feedback direded prefetching.
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Figure 11. Effect of feedback dire cted prefetching on memory bandwidth consumption .

5.5. Hardware Cog and Complexity of FeedbackDirected Prefetching

Table7 shavs the hadware costof the proposedmectanismin terns of therequred state Feedback directedprefetching
does nat addsign cant combinational logic complexity to the processor. Conbinatioral logic is requred for the update of
counters, updateof the pref-ttsin the L2 cache updateof the ertriesin the pdlution lter, calcuation of feedlack metiics
at theendof ead sanpling interval, deternination of whena samping interval ends, ard insertionof prefetchedblocks into
appropriatelocatiors in the LRU stad of an L2 cacheset.None of the required logic is onthecritical path of the processar
The storage overheadof our mechaismis lessthan0.25% of thedaa-storesize of thebaselire LMB L2 cache

pref-bitfor eachtag-storeentryin theL2 cacte 16384 blocks* 1 bit/block = 16384 bits
Pollution Filter 4096ertries* 1 bit/entry= 4096 bits
16-bit countersusedto estimateeedtack metrics 11 counters* 16 bits/caunter= 176 bits
pref-bit for eachM SHR entry 128ertries* 1 bit/entry= 128 bits
Total hardwarecost 20784 bits=2.54 KB
Percemageareaoverheadcomparel to baselinelMB L2 cacle 2.5KB/1024KB = 0.24%

Table 7. Hardware cost of feedback directed prefetching.

5.6. Using only Prefetch Accuracy for Feedback

We useacomprehersive setof metrics—prefetchaccuacy, timelinessard palution—in order to provide feedackto adjust
the prefetcler aggressveress In order to assessthe bene t of usingtimeliness aswell ascachepollution, we evaluateda
mechanismwhere we adaped the prefetcher aggessvenesshased only on accuagy. In sucha scleme,we incremer the
Dynamic Con guration Cownter if the accuragy is high anddecemert it if theaacuragy is low. We found that, cormparedto
this schemethat only usesaccuragy to throttle the aggessvenessof a streamprefetcher our comprehersive mechaismtha
also takesinto accaunt timeliness and cacte pollution provides3.4% higher pefformarceand comnsunes2.5% lessbardwidth.

5.7. FeedbackDirected Prefetching vs. Using a Prefeich Cache

Cachepollution causeddy prefetches canbeeliminated by bringing prefetchel datainto separateprefetchbuffers[12, 10]
rathe thaninserting prefetheddatainto the L2 cache Figures12 ard 13 respectively shaw the perfformanceandbandvidth
consumption of the Very Aggressive prefetcher with differen prefetch cacle sizes- rangng from a 2KB fully-associate
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prefetch cacheto a 1IMB 16-way prefetch cacte !> The performarce of the Very Aggressve prefetcher andthe feedtack
directed prefetchirg mectanismwhenprefetheddaais insertednto the L2 cache is alsoshown.

5.0

= No prefetching
4571 = Very Aggressive (base)
s 2KB, fully-associative
o 8KB, 16-way

351 = 32KB, 16-way

0 64KB, 16-way

3.04 = 1MB, 16-way

,5iLe Dyn. Aggr. + Dyn. Ins.

2.0 i —

15

1.0 H -

00 Q SRS ¥ @ S oo
RS W& 4 \Q & F &S E

" &
Q,DQ & 6\0 Q’ée Ao(\' \\Q$0Q ’o\$\ &Q’ QQ

4.0

Instructions per Cycle

Figure 12. Performanc e compariso n of using a prefetch cache vs. feedback directed prefetching.
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Figure 13. Bandwidth comparison of using a prefetch cache vs. feedback direc ted prefetching.

The resultsshawv thatusingsmall (2KB and 8KB) prefetchcachesdo nat provide ashigh performarce as insertirg the
prefetched data into the L2 cacte. With an aggressve prefether ard a small prefetchcacle, the prefetchel blocks are
displacedby later prefetichesbefore being used by the program- which results in lower performarce with a small prefetch
cache However, larger prefetchcaches(32KB andlarger) improve performanceconparedto insertirg prefetcheddaa into
the L2 cachebecatise alarger prefetchcache reducesthe pollution cawsedby prefetcheddatain the L2 cacle while providing
enough spacefor prefetched blocks.

Using feedtack directedprefetching (both Dynamic Aggressiveressand Dynamic Insertion) that prefetches into the L2
cacheprovides5.3% higher performancethanthatprovidedby augmerting the Very Aggressve traditional prefeichercong-
uration with a32KB prefetchcacte. The performanceof feedbackdirectedprefetching is alsowithin 2% of the performance
of the Very Aggressve con g urdion with a 64KB prefetchcacte. Furthernore, the menory bandvidth consumption of

feedackdirected prefetching is 16% and 9% less thanthe Very Aggressve prefetche congu rations with respectrely a

12In the congurationswith a prefetch cadhe, a prefetched cache block is moved from the prefetch cache into the L2 cacheif it is acoessedy a demand
load/sbrerequest. The block size of the prefetch cacheand theL2 cache are the same andthe prefech cacheis assuned to beaccessedn parallel with the
L2 cache withoutany adversdatencyimpad on L2 cache accesstime.
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32KB ard 64KB prefetchcacte. Herce, feead directedprefetting achievesthe performarce provided by a relatively
large prefetchcachebandwidth-ef cie ntly ard without requiring aslarge hardware cost ard complexity asthatintroducedby
the addition of aprefetchcatethatis larger than 32KB.

5.8. Effectof Feadback Directed Prefeiching on a Global History Buffer Basad C/DC Prefetcher

We have also implemerted the proposedfeedback directed prefetchirg medarism on the C/DC (C-Zone Delta Comre-
lation) vanant of the Global History Buffer (GHB) prefetcter [9]. In order to vary the aggressiveress of this prefetcer
dynamically, we vary the Prefetd Degree’® Table8 shawvs the aggessvenesscon g uratiors usedfor the GHB prefetcher
Thedynanic feedback direded mechanismadjusts the con gu ration of the GHB prefetcherasdescribedin Section3.3.

| DynamicCon guration Counter | Aggressiveess | Prefetch Degree |
1 Very Conenative 4
2 Corsenative 8
3 Middle-of-the-Rod 16
4 Aggressie 32
5 Very Aggressive 64

Table 8. Global History Buffer based C/DC prefetcher con gurations.

Figure 14 shavstheperformarceand bandvidth corsumption of differert GHB prefetchercon g uratiors and the feedback
directed GHB prefetcher usingbath Dynamic Aggressivenss ard DynamicInsertion The feedtackdirectedGHB prefetcer
performssimilarly to thebest-peforming tradtionalcon gu ration (Very Aggressive con guration), while it conrsumes 20.8%
less memay bardwidth. Comparedto thetraditional GHB prefetcher con g urationthat consumessimilar amaunt of mem-
ory bardwidth as feedlack directed prefetchirg (i.e. Middle-of-the-Roal con g urdion), the feedbackdirectedprefetching
mechanismprovides9.9% higher peformarce. Hence feedback directedprefetchng signi cantly increasesthe bardwidth-
ef ciency of GHB-baseddeltacorrelationprefetching. Note that it is possibleto improve the performane andbandvidth
bere ts of the proposed mectanismby tuning thethreshdds usedin feechack medarismsto thebehavior of the GHB-based

prefetcrer.
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Figure 14. IPC performance (left) and memor y bandwidth consumptio n in BPKI (rig ht) of GHB-based C/DC prefetchers
with and witho ut using feedback dire cted prefetching.

13In the GHB-basedprefetching medarism, Prefetch Distance andPrefetch Degreeare the same.
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5.9. Effectof Feedback Dir ected Prefetching on a PC-Based Stride Prefetcher

We alsoevaluatedthe feedackdirected prefetching mechaiism on a PC-basedstride prefetche [1] and found thatthe
resultsare similar to those achieved on bath streamand GHB-based prefetcters. On average,using the feedback directed
approach resultsin a 4% performancegain anda 24% reduction in memay bandwidth compared to the best-gerforming
corventional con gurationfor a PC-baed stride prefeicher Due to spacecorstraints,we do not presen detailedgraphs for
theseresuilts.

5.1Q0 Sensitivit y to L2 Cache Sizeand Main Memory Latency

We alsoevauatedthe sersitivity of the feedackdirectedprefetching mechanism to different differen cacte sizesand
memay latercies In theseexperiments, we varied the L2 cacte sizekeeping the memoty latency at 500 cycles(baseline)
and varied themenory latercy keepirg the cachesize at IMB (basdine). Table9 shows the change in average IPC ard BPKI
provided by the feechad-directed prefetching mecharism over the best peiforming corvertiond prefetcher con guration.
The feedackdirectedprefetcing mectanismprovidesbetterpefformanceand consumessign  cantly less bandwidth than
the best-performing convertional prefetcter con g uration for all evaluatedcachesizesand memory latercies. As memay
latency increaseshe IPCimprovemert of our mectanismalso increasedecausencreasimg the effectiveness of the prefetder
becanesmore important when menory beconesmore of a performancebattleneck

| L2 Cache Size(memorylatercy = 500cycles) | | Memory Latency (L2 cacte size =1 MB) |
512KB 1MB 2MB 250cycles 500 cycles 1000 cycles
IPC| BPKI IPC| BFKI IPC| BPKI IPC| BPKI IPC| BFKI IPC| BPKI
0% |-139% || 6.5% | -18.7%|| 6.3% | -29.6% 45% | -23.0%|| 6.5% | -18.7%|| 8.4% | -16.9%

Table 9. Change in IPC and BPKI with feedback-dire cted prefetching when L2 size and memory latency are varied.

5.11 Effect of Feedlack Dir eded Prefetching on Other SPEC CPU2000 Benchmarks

Figure 15 shows the IPC and BPKI impad of feedback directed prefetching on the remairing 9 SPEC CPU2000 berch-
marks that have lesspotertial. We n d thatour feechad directed schene provides0.4% performanceimprovement over
the bestperforming convertional prefetchercon g uration(i.e. Middle-of-the-Roal con guration) while reducing the bard-
width consunption by 0.2%. None of the benchmaiks lose performancewith feedback directedprefetcting. Note that
the best-rforming cornvertional con g urdion for these 9 berchmarks is not the same asthe best-performing cornvertiond
con guration for the 17 memay-intersive berchmarks (i.e. Very-Aggressve congu ratior). Also nate that the remairing
9 benchmarks are not bandwidth-intersive except for fma3d andgcc In gcg the peformarce improvement of feedback
directed prefetchirg is 3.0% over the Middle-of-the-Roadcon g uration The prefetcker pdlutesthe L2 cade and evicts
mary usefd instrudion blocks in gcc, resultirg in very long-latercy instruction cacke misseshat leave the processoiidle.
Using feedbackdirectedprefetchirg redwcesthis negaive effectby detectimy the pollution cawsed by prefetchreferencesand
dynamically rediwcing the aggessvenesof the prefetcler.

6. RelatedWork

Even though mechanismsfor dataprefetching have beenstudied for a long time, dynanic mecharisms to adap the
aggressvenessof the prefetcter have nat been studed asextensively asalgorithms that decidewhatto prefetch. We brie y
descrite previous work in dynaric adaptation of prefetchirg paliciesin microprocessors.
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Figure 15. IPC performance (left) and memory bandwidth consumptio n in BPKI (right) of the stream prefetcher with
and witho ut using feedback directed prefetching.

6.1. Dynamic Adaptation of Data Prefetching Policies

The work most relatedto oursin adaping the prefetichets aggessvenesss Dahigrenetal!s paper that proposed adapgive
sequertial (next-line) prefetching [4] for multiprocessas. This mectanismimplemerted two countersto count the number
of sentprefetches(counter-sen) and the number of useful prefetches(counterused. When cowntersent saturates,counter
usedis compaedto a staticthreshold to decidewhether to increae or decreae the aggressivenesgi.e. Prefech Distarce)
of the prefetcker. While Dahlgrenet a.'s mecharism to calcuate prefetcher accuracy is conceptually similar to ours, their
approach corsideredonly prefetch accuacgy to dynamically adapt prefetch distarce. Our proposaltakesinto accowunt not
only accuragy, but also prefetch timelinessand cachepollution to provide a conprehersive feedback mecharism. Also,
Dahlgen et al.'s mechanismis desigied for a simde sequential prefetching medarism which prefetcles up to 8 cache
blocks following each cache miss In this paper, we provide a gereralizal feedlackdirectedappoach for dynamically
adjusting the aggessvenesf state-d-the-at hadware dataprefetchers. We show that our feedbackmecharism improves
the performanceand bandwidth ef ciency of the commanly usedstream-basedprefetches aswell asglobd-history-buffer
basedprefetcrersand PC-basedstride prefetches.

Nesbitetal. [9] proposedtracking phasesof aprogram execuion. Whenthe programentes anewv phaseof executian, the
prefetcher is tuned based on the chaacteristicsof the phase.This mechaism kegps track of phases by forming instruction
working setsigraturesand assodatesa sigrature with the bed-perfforming prefetcher con gurationfor thatphase. In order
to pefform phasedetectiorprediction andiderti cation of the bestprefetcher congu ration for a given phase, signi cant
amount of extra hardwvareis neeed In comparison our medarism is simger becauset doesnat requre phasedetectionor

predction mechamsmsbut insteadadgts prefetcher behavior using threeeasy-tecompute metrics.

6.2. Cache Pollutio n Filtering
Charrey ard Puzak[3] proposed Iter ing L1 cachepdlution cawsed by next-sequential prefetchirng and shadaw directary

prefetcting fromthelL2 cacleinto the L1 cadhe. Their scremeassociateacon rmation bit with eachblock in the L2 cade.
The conrmation bit of a cacte block is set if the block wasusedby a demandacess whenit wasprefetctedinto the L1
cachethe lasttime. Whena prefetchrequestacesesthe L2, it chedsiif the con rmation bit is set. If the conrmation bit is
not set, the prefetchrequestis discarded predcting thatit will nat be usefd. For this scheneto be extendedto prefetching
from main menory to the L2 cacle, a seratestrudure that mairtains informaion about the blocks evicted from the L2
cacheis required. This signi cantly increaseshe hardware costof their mechamsm. Our mecharism doesnot needto keep
historyinformationfor evicted L2 caclte blocksasit predictshow theprefetcerwill peform basedonly on thethreemetiics
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descriled.

Zhuarg andLee[23] proposedto | ter prefetchergereratal cachepadllution by usingschenessimilarto two-level branch
predctors. Their mectarismtriesto identify whetheror not a prefetchwill be useful basedon pastinformation about the
usefunessof the prefetthesgereraedto the samememay addessor triggeredby the sanme loadinstruction. Thismechanism
can reduce pdlution only after recading the pastbehavior of a prefeéchedaddessor load instruction. In corntrast, our
mechanismdoesnat require the cdlection of n e-graininformationon eachprefetchaddress or loadaddressin order to vary
the aggressvenessof the prefetche.

Otherappoachesfor cacte padlution Itering include usinga proling mechanismto mark load instructions that can
trigger hadware prefetches[21], ard usingcompile-time techiquesto mark deadcacte locatiors sothat prefetches canbe
insertedin deadlocaions[8]. In compaiison to these two mechatisms, our medarism doesnat require ary sdtware or
ISA sypport ard canadust to dynamic program behavior evenif it differsfrom the betevior of the compile-time pro le.
Lin et al. [14] proposedusing density vectas to detemine what to prefetchinsidea region. This wasegecially usefd in
their model asthey used very bardwidth-intersive scheduled region prefetching, which prefetchesall the cacte blocks in
a memary region on a cachemiss. This approach canbe modi ed and conbined with our proposalto further remove the
pollution cawsed by blocks thatarenotusedin a prefetchstream

6.3. CachelInsertion Policy for Prefetches
Lin etal. [13] evaluatedstatic pdliciesto determne the placemet in cache of prefeichesgeneatedby a schedded region

prefetcher. Their sckemeplacedprefetdesin the LRU pasition of the LRU stackbecasethey found thatthis pdlicy resulted
in good overdl performane in their model. We found that, even though inserting prefetches in the LRU position reduces
the cacthe pollution effects of prefetches on some benchmalks, it also reduces the positive bene ts of aggressve stream
prefetching on other bencdmaks becauseuseful prefetctes—if placedin the LRU position-canbe easily evicted from the
cachein an aggressve prefetching schemewithout providing ary bene t. We have shown in Section5.2 that statically
placing prefetctesin the LRU-4 position of the LRU stack provides good overall pefformarce. Dynamically adjusting the
insertionposition of prefetchal blocks basedon the estimatedpadlution increaseshe average performance by 1.9% over the
beststaticpadicy and by 18.8% overinsertingprefetchesn the LRU position

7. Conclusionand Futur e Work
This paper proposeda feedlack directedmecharism tha dynanically adjusts the behavior of a hadwaredata prefetder

to improve performanceandreduce menory bandvidth consunption. Our resultsshow that using the proposed feedback
directed mechaismincreasesverag peformanceby 6.5% onthe 17 menory-intensive benchmaiksin the SPECCPU2000
sute conparedto the best-grforming streambasedorefetche congu ration, while it consumes18.7% lessmemay bard-
width. On the remairing 9 SPECCPU2®0 berchmarks, the propcseddynamic feedback mechaism performs aswell as
the best-rforming conventional stream prefetcher congu ration for those9 berchmarks. Furthermore, the proposedfeed-
backmedarism eliminatesthe performance lossincurred on sane memaye-intersive berchmarks dueto prefetchirg. Over
previous reseathin adapive prefetching, our cortributionsare:

We proposea comprehersive ard low-cost feedhad mechanism that takesinto accaunt prefetchaccuacy, timeliness
and cacte padlution causedby prefetchrequeststogethe to both throttle the aggressvenessof the prefeicherandto
decide where in the cateto placethe prefeichedblocks. Previous appoachesconsidegedusingonly prefetch accurecy
to deternine the aggressiveress of simpe sequertial (next-line) prefetcters.
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We develop and evaluae a low-costmechanismto estimate at run-time the cacte pollution cawsedby hardwvare data

prefetchirg.

We propose and evaluateusing comprehensive feedback mectanismsfor state-of-the-at streamprefetctersthat are
commonly emgoyed by today s high-performarce processors.Our feedbadk-directed mechanismis applicade to ary
kind of hardwvare dataprefeticher. We shaw thatit works well with stream-basedorefetcters,global-history-buffer based
prefetches and PC-baed stride prefetclers. Previous adaptive mectarisims wereapplicable to only simplesequertia
prefetches [4].

Future work can incorporate otherimportant metrics, such as available memay bandwidth, estimatesof the contertion
in the memay system, and prefetchcoverage, into the dynanic feedback mechanismto provide furtherimprovemer in
performarce and further redwction in menory bardwidth consunption. Using geretic algorithms to deternine the best
decisiors to make and the bestthreshads to usein feechackdirectedprefetching canalsoincrease the bene ts provided by
the proposedapproach Themetricsde ned ard usedin this paper coud alsobe used aspart of the selectiormedarismin a
hybrid prefetcher. Finally, eventhough this paper evaluaed feedback mechamsmsfor dataprefetchers, the mechanismscan
be eadly extencedto instruction prefetches.
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