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Abstract
This paper proposes a new processorarchitedure for handling hard-to-predictbrandes,the diverge-mepge processo (DMP). Thegod of
this paradigmisto eliminatebranch mispred ctionsdueto hard-to-predict dyramicbranches by dynamically predicatingthemwithout requiring
ISA support for predcate registers and predicaed instructiors. To achieve this without incurring large hardware costand complexity, the
compiler provides control- o w information by hints andthe processr dyramically predicatesinstructionsonly on frequentlyexecued program
paths. Thekey insight belind DMP is that mog cortrol- ow grapts look and behave like sinple hammog (if-else) structures whenonly

frequentlyexecutedpathsin the graphs are corsidered Thelefore, DMP candynamicdly predicatea mud larger setof branchesthan simple
hammod branches.

Our evaluaions shav that DMP outperformsa basline processo with an aggressive branchpredctor by 19.3% on average over SPEC
integer 95 and 2000 berchmarls, through a redudion of 38% in pipeline ushes due to brandh mispredctions, while consuming9.0% less
erergy. We also compae DMP with previously proposedpredicationand dud-path/multipathexecution paradigmsin termsof performarce,
complexity, and erergy consumption,and ndthat DMP isthe highestperformaiceand alsothe mog energy-ef ¢ ient design.

1. Introduction

State-of-the-arhigh performane processoremploydeep pipelinesto extractinstructionlevel paralielism (ILP) and to sugport high clock
frequencies.In the near future, processorsare expectedto support a large numberof in- ight instructions[29, 41, 10, 7, 13] to extract both
ILP ard memay-level parallelism (MLP). As shown by previous researc26, 39, 40, 29, 41], the performane improvementprovided by both
pipdining andlargeinstructionwindows critically deperis onthe accurag of the processds branch predictor. Branchpredictorsstll remain
imperfed despitedecades of intensive researchin brarch prediction. Hardto-predictbranchesnaot only limit processorperfamancebut also
resultin wastedenegy consimption

Predcation hasbea usedto avoid pipeline ushesdue to branchmispredictionsby converting control dependenciesinto datadepencen-
cies[2]. With predication,the processorfetchesinstructiors from both pathsof a brarch but commitsonly resultsfrom the correct path,

effectively avoiding the pipeline ushassaiatedwith abranchmispredction. However, predicationhas the following prodems/limitations:

1. It requiressigni cant support(i.e. predcateregisters and predcaed instructions)in the instructionsetarchitecturgISA).

2. Statically predicded codeincursthe perfamanceoverheadof predicatedexecttion regardess of whethera brarch is easyto predct or
hard to predct atrun-time. Theoverheadof predicateccoce is twofolds (i) theprocessoralways has to fetchinstrudionsfrom both paths
of anif-convertedbrarch, (ii) the procesor canrot executepredcatedinstructionsor instructiors tha aredependcent on themurtil the
predcatevalueis resohed, causimg additional delay in execution. Previous reseach showed that predicatedexeaution sometimeshurts
processopeformancedueto this overheal [9, 21].

3. A large subsetof control- ow graghs are usually not corvertedto predicatedcode becaise either the compiler camat if-corvert (i.e.
predcate)them or the overheadf predcatedexeaution is high. A cortrol- o w gragh thathas afunction call, aloop, too mary exit points,

or too manyinstructionshetweenanertry point andanexit point areexampleg2, 31,27,9, 43, 30].

Several approaheswere proposedto solve theseproblems/limitations. Dynanic-hammak-predcation [22] was proposedto predicate

brarcheswithout! SA suppat. However, dynamic-hanmock-predicationcanpredcateonly simpe hammockbrarches (simpleif-elsestructures
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with no nestedbranctes),which accowunt for only asmall subséof themispredcted branches[22]. Wish brarches21] wereproposedto rediwce
theoverheadf predicatedexecution. However, wish brarchesinherit thelimitations of softwarepredication(1 and 3 above) with the exception
thatthey canbe appliedto loop brandes.

Our goal in this paper is to devise a comprelensve tecmiquethat overcanesthe three problemdlimitations of predicationso that more
processorganemploy predicatedexecutionto reducethe mispredction peralty dueto hard-to-pedictbrancles.

We proposea new processo architecture,calledthe Diverge-Mege Processor(DMP). DMP dynamically predcates not only simple but
also complex control- ow graphs without requiring predicateregistersand predicatedinstructions in the ISA and without incurring large
hardware/ermy cost and compleity. The key mectanismof DMP is thatit dynanically predicdesinstructionsonly on frequently execued
control- ow paths andonly if a branch is hard-to-predict at run-time Dynamically predicatingonly the frequently exeauted paths allows
DMP to acheve two bere ts at the sametime: 1) the processo canreduce the overheadof predicded exeaution since it doesnot neel
to fetch/executeall instructionsthat are control-ceperdenton the predcatedbranch, 2) the processorcandynamically predcatea large setof
control- ow graghsbecawseaconyplex control- ow graphcanlook ard behae like asimpe hanmockstructurewhenonly frequentlyexecued
paths are considered.

Figure 1 shavs a cortrol- o w graph exampleto illustratethe key insightbehind DMP. In software predication if the conpiler estimates
thatthe branch at block A is hardto-predict,it would convert blocks B, C, D, E, F, and G to predicatedcode and all theseblocks would be
exewtedtogethe even thoughblocksD, F, ard G arenot frequently exectted atrun-time[30].1 In contrastDMP corsidersfrequentlyexecuted
pahs atrun-time, soit candynanicdly predcate only blocks B, C, andE. To simplify the hardvare,DMP usessomecontrol- ow information
provided by the compler. The compler identi es and marks suitable brancles as cardidatesfor dynamic predcation. Thesebrarchesare
calleddiverge branches The compiler alsoseleds a control- ow meige (or recorvergence)point correspndng to each diverge brarch. In
this examge, the compiler marks the branchat block A asa diverge branch ard the entry of block H asa control- ow meige (CFM) point.
Insteadbf the compler specifyingwhich blocksarepredicatedandthus fetchal), the processo deddeswhatto fetch/predicde atrun-time. If a
diverge brarchis esimatedto be low-con denceatrun-time, the processo follows and dynamically predcatesbath paths afterthe branchuntil
the CFM point. The processo follows the branch predictoroutcomeson the two pathsto fetch only the frequently executedblocks betweera

diverge branchand a CFM point.
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Figure 1. Control- o w graph (CFG) example: (a) source code (b) CFG (c) possib le paths (hammoc ks) that can be predicated by DMP

The compiler coud predicateonly blocks B, C, and E basel on pro ling [28] ratherthanpredicatingall control-degendentblocks. Unfor-

tunaely, frequently execued pathschange at run-time (depending on the input datasetand progam phase), and code predicatedfor only a

1if thecompier does not predicaeall bast blocks betweenA and H becauseone of thebrancesis easy-b-predict, then theremaning easy-b-pradict brandh
is likely to becomea had-to-predict branchafter if-conversion. This problem is caled mispraliction migration [3, 38]. Therefore, thecompier (e.g. ORC[30])
usudly predicaes all cortrol- o w dependent basic blocksinside aregion (theregion is A,B,C,D,E,F,G andH in this exanple.). This problem can be mitigated
with reverseif-corversian [45, 4] or by incomporaing predcateinformation into the brarch history regiser [3].



few pathscanhurt performanceif othe pathsturnout to be frequertly exeauted.In cortrast,DM P determine and follows frequently execued
pahsatrun-timeard therefaeit can exibly adaptits dynamicpredcation to run-time charges(Figure 1¢ shavsthe possiblehammockshapée
pahs thatcanbe predicatedoy DMP for the examge cortrol- ow gragh). Thus, DMP candynamicallypredcae hardto-predictinstancesof
a branchwith lessoverheadthan statc predicdion and with minimal support from the comgler. Furthermore,DMP can predicatea much
wider range of control- ow graphsthandynamic-hammak-predcation [22] becausea control- ow graphdoesnot haveto beasimpe if-else
structureto bedynanicdly predicated;it justneed to look likeasimpe hammak whenonly frequently execued pathsarecorsidered

Our evaludion shows thatDMP improves performane by 19.3%over a basdine processo thatusesanaggessve 64KB brarch predictor
without signi cantly increasingmaxmum power requirements. DMP redwcesthe numter of pipeline ushesby 38%,which resultsin a23%
redictionin thenumber of fetchedinstructionsanda9.0%rediction in dynamicerergy consumption. This paperprovidesadetailed de<ription
and andysis of DMP as well asacompaison of its performarte, hardvareconplexity, andpower/energy consunption with severalpreviously

publishedbranchprocessingparadigns.

2. TheDiverge-Merge Concept
2.1 TheBadc ldea

The compiler iderti es condtional brarches with control o w suitablefor dynamicpredicationasdiverge branches A diverge branchis
a branchinstructionafter which the executionof the progamustally recawerges at a control-indgerdentpoint in the control- ow gragh, a
point we call thecortrol- o w meige (CFM) point. In otherwords,diverge brarchesresultin hanmmockshape control ow basedon frequently
execued paths in the cortrol- o w graph of the programbut they are not necessarilysimple hanmockbrandesthat require the control- ow
graph to be hammockshaped. The compiler alsoiderti es a CFM point assa@iatedwith the diverge branch Diverge brarchesand CFM points
arecorveyed to the microarchitecturehroughmodi cationsin the ISA, which aredescribe in Section3.13.

Whenthe procesorfetchesa diverge brandy, it estimatesvhetter or not the brarchis hardto predictusinga branchcon denceestimatar.
If the diverge brarch haslow con dence, the processorentersdynamic predcation mode(dpred-male). In this mode, the processorfetches
bath paths afterthe diverge brarch and dynamically predcatesinstructiors betweerthe diverge brarch and the CFM point. On eachpath the
processoffollows the brarch predictor outcanesuntil it reachs the CFM point. After the processorreactesthe CEM point on both paths,it
exits dpred-maleand startsto fetchfrom only onepath. If thediverge brarchis actually mispredictedthenthe processordoesnct needto ush
its pipdine sinae instructiors on both pathsof thebrarch arealrealy fetchedandtheinstructiors on thewrongpath will beameNOPs through
dynamicpredcation.

In this section, we descrbe thebasicconcefis of the three majormechanismgo supportdiverge-merge procesing: instiuctionfetchsuppart,

select- ops,andloop brancles. A detailedimplemernation of DMP is describel in Section3.

2.1.1 Instruction Fetch Support In dpred-mogt, the processorfetches instructionsfrom both directions(takenandnot-talen pahs) of
adiverge brand using two programcounter(PC) registersand a round-robin schene to fetch from the two pathsin alternatecycles. On eath
path, the processoffollows the outconmesof the brarch predctor. Note thatthe outcomesof the brand predictorfavor the frequently execued
basic blocksin thecontrol o w graph. The processo usesa separatglobal brand historyregister(GHR) to predct the next fetchaddresson
ead path,andit cheds whethe the predictednextfetch addressis the CFM paint of the diverge brarch 2 If the processo reachesthe CFM
point on one path, it stopsfetching from that pathandfetchesfrom only the othe path. Whenthe procesorreahesthe CFM point on both

pahs, it exits dpred-male.

2When the predcted nextfetch addressis the CFM point of the diverge branch,the processorconsiers thatit hasreactedthe CFM point.



2.1.2 Select ops Instructionsafterthe CFM point shaild have data deperdendes on instructionsfrom only the correctpath of a diverge
brarch. Beforethe diverge branchis executed, the processordoesnat knaw which path is correct. Insteadof waiting for the resolutionof
the diverge brarch, the processr insats select- ops to continue reraming/execution after exiting dpred-moce. Seled- opsaresimilar to the

-functiors in the static single-assigmert (SSA) form [14] in thatthey “merge’ the register values producedon both sidesof the hammak
Sekct- opsersurethatinstructionsdependenton theregistervaluesproduced on either side of thehammod aresuppliedwith the correctdata
valuestha dependonthecorrectdiredion of thedivergebranch After inseting select- ops,the processorcancortinuefetching andrenaning
instructiors. If aninstructionfetched afterthe CRM pointis dependent on a registerproduced on eithe sideof the hammek, it souces(i.e.
depends on) the output of a select- op. Such aninstructionwill be execued after the diverge branchis resolved However, instructionsthat
arenot depencent on select- ops are exeauted as soonas their sourca are read/ without waiting for the resolutionof the diverge brarch.
Figure 2 ill ustrates the dynamic predicationprocess. Note thatinstructionsin blocks C, B, andE, which arefetched during dpred-mode, are

alsoexecutedbefore the resolutionof the diverge branch

A | r0=(condl) A pr10 = (condl)
branch r0, C branch pr10, C pl=pri0

C |addrl<-r3, #1 C |add pr2l <- pr13, #1 (pl)
10 = (cond2) pr20 = (cond2) (p1)
branch r0, G branch pr20, G (p1)

B |addrl<-r2, #1 add pr31 <- pr12, #1(Ip1)
r0 = (cond3) pr30 = (cond3) ('p1)
branch r0, E branch pr30, E ('p1)

E |subr3<-ri,r2 E sub pr33 <- pr31, priZ!p1)
branch.uncond H branch.uncondH  (Ip1)

select-uop pr4l =pl? pr2l: pr3:
H |addr4<-r1,r3 select-uop pra3 = pl? pri3: pra:
select-uop pr40 = pl? pr20 : pr3(
H ‘ add pr24 <- pr41, pr43
(@ (b) (©

[vs)

Figure 2. An example of how the instru ction stream in Figure 1b is dynamically predicated: (a) fetched blocks (b) fetched assembly
instruc tions (c) instruction s after register renaming

A laddrl < rl, #1 A | add pril < prl, #1
r0 = (condl) prl0 = (condl)
branch A, r0 branch A, pr10 pl=prl0
NT A laddrl < rl, #1 A | add pr2l < prill, #1(p1)
r0 = (cond1) pr20 = (cond1) (p1)
n branch A, r0 branch A, pr20 (pl) p2=pr20
A addrl < r1, #1 selectuop pr22 =pl? pr2l: pril
10 = (cond1) selectuop pr23 =p1? pr20: prl0
branch A, r0 A ladd pr3l < pr22, #ip2)
5 [aar<rt.710]  |banchape0 (@2)
M branch A, pr30 (p2)

selectuop pr32 =p2? pr3l: pr22
selectuop pr33 =p2? pr30: pr23

[add pr17 < pr32, #10 |
@ (b) ()

(o]

Figure 3. An example of how a loop-type diverge branch is dynamical ly predicated: (a) CFG (b) fetched assembly instru ctions (c)
instruc tions after register renaming

2.1.3 Loop Branches DMP candynamically predcateloop brandes. The bere t of dynamically predcating loop brarchesusing DMP
is very similar to the bere t of wish loops[21]. The key medanismto predcate a loop-type diverge brarch is tha the processomeedsto

predcateeachloopiterationsepaately. Thisis accomgishedby usingadifferert predicateregisterfor eachiterationand insering select- ops

3Select- opshandk the merging of only regiser values. We explain how memoryvaluesarehandedin Section 3.10.



aftereachiteration. Select- opschoosebetweenlive-ou registervaluesbeforeand afterthe execution of aloopiteration,basedonthe outcane
of ead dynamicinstarce of theloop brarch. Instructiors that are execued in lateriteratiors and tha aredeperdert on live-ous of previous
predcatediteratiors saurce the outpus of select- ops. Similarly, instructionsthat are fetched after the procesor exits the loop andthat are
dependent on registersproducedwithin the loop saurcethe outputs of select- ops so that they recevve the corred souce valueseven though
the loop branch may be mispradicted. The pipeline doesnot needto be ushed if a predicatedloop is iteratedmore timesthanit shoud be
becausethe predicatednstructionsin the extra loop iteratiors will becorme NOPsandthe live-outvaluesfrom the correctlastiterationwill be
propagatedo deperlert instructiors via select- ops Figure 3 illustratesthe dynamic predcation processof aloop-type diverge brarch (The
processoertersdpred-maleafterthe rst iterationarnd exits afterthethird iteration).

Thereis anegative effect of predicatingoops: instructionsthatsaurcethe resuts of apreviousloopiteration(i.e. loop-carrieddependencies)
camot be executeduntil theloop-typediverge brarchis resolved becaus suchinstrudions aredependat on select- ops. However, we found
thatthe negative effect of this executiondday is much lessthanthe bere t of redicing pipeline ushesdue to loop brand mispredictions.
Notethatthe dynamic predicationof aloop doesnat provide any peformancebene t if the branchpredictoriteratesthe loop fewer timesthan

requred by correct execution, or if the predctor hasnot exited theloop by thetime the loop brarchis resolved

2.2 DMP vs. Other Branch Processing Paradigms

We compareDMP with ve previously proposed medhanismsin predicationand multipath execution paradgms: dynanic-hammak-
predcation [22], software predicdion [2, 31], wish brancles[21], selectve/limited dual-path execution (dual-path) [18, 15], and multi-
pah/PolyPRath execution (multipath) [33, 24]. First, we classify cortrol- o w graphs(CFGs)into ve different cateyories to ill ustrate the
differercesbetweerthesemechaismsmoreclearly.

Figure 4 shows examplesof the ve differentCFG types.Simplehanmock(Figure 4g) isanif orif-el se structue thatdoesnat have
ary nestedorancltesinsidethe hammak. Nestedhanmock(Figure 4b) is anif-e Ise structurethathas multiple levels of nested brarches.
Frequertly-hammak (Figure4c) is a CFG thatbecoma a simplehammockif we corsider only frequently executed pahs. Loop (Figure4d)
is acyclic CFG (fo r, do-while , orwhile strudure). Non-memging cortrol- o w (Figure 4e) is a CFG that doesnot have a control- ow
memgepoint evenif we consideronly frequentlyexecutedpaths* Figure5 shows the frequency of brarch mispredctionsdueto eachCFGtype.
Tablel summaizes which blocks arefetchedpredicatedn differert procesing modelsfor each CFG type, assumingthatthe branchin block

A ishardto predict.

— Frequently executed path
(b) - - - Not frequently executed pa

Figure 4. Control- o w graphs: (a) simple hammo ck (b) nested hammo ck (c) frequently-hammo ck (d) loop (e) non-mer ging control o w

Dynamic-hammock-predication canpredcateonly simplehammockswhich accourt for 12% of all mispredictedbrarches. Simple ham-

mocks by themsévesaccaint for a signi cant percentag of mispredctionsin only two bendmarlks: vpr (40%) andtwolf (36%). We expect

4If thenumberof static instructions between a branch and the closestcortrol- 0 w merge point exceeds a certain numbe (T), we consicer that the CFG does
nothave acontrol- ow mergepoint. T=200in our expe&iments.
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Table 1. Fetched instru ctions in differen t proces sing models (after the branch at A is estimated to be low-con dence) We assume thatthe

loop branchin block A (Figure4d) is predictedtaken twiceafter it is estmatedto be low-condence.
| Processingmodel | simplehammock| nestechamnock | frequertly-hammodk | loop | non-meging |
DMP B,C,D,EF B,C,D,G,H,I B,C,D,E,H A A B,C can't predcate
Dynamic-hamnock-predication|| B, C,D, E, F can't predcate can't predcate cant predicate | can't predcate
Softwarepredicdion B,C,D,E F B,C,D, E,F, G,H, | | usuallydon't/carit predicde | cant predicate can't predcate
Wishbranctes B,C,D,EF B,C,D,E,F G,H, I |usuallydon't/carit predicae | A, A, B,C can't predcate
Dual-pah pathl: B, D, E, F | pathl: B,D, H, | pathl:B,D, E,H patht A, A, B,C|pathl:B ..
path2: C,D, E, F | path2: C,G, H, | path2:C,E,H path2 B, C path2: C ...

dynamic-lammodk-predcation will improve the performanceof these two benchmarks.

Software predication can predcate both simple and nestedhammaks, which in total accaint for 16% of all mispredcted brarches.
Software predicationfetchesall basicblocks between anif-convertedbrarch and the correspamding control- ow meige point. For example,
in the nested hammodk case (Figure 4b), software predcation fetchesblocks B, C, D, E, F, G, H, and |, whereasDMP fetchesblocks B, C,
D, G, H, and I. Currentcomplers ustally do not predicde frequently-hanmocls since the overheadof predicatedcode would be too high
if theseCFGs include function calls, cyclic cortrol- o w, too many exit points, or too mary instructiors [2, 31, 43, 27, 9, 30]. Note that
hyperblockformation[28] can predcatefrequerly-hammaks at the cost of increasedcode size, but it is not an adaptive techique becase
frequently executed basicblocks charge at run-time. Evenif we assune that sdftware predicationcan predicateall frequertly-hammaks, it

could predicde up to 56% of all mispredictedbrarches.

Wish branchescan predicateeven loops, which accaint for 10% of all mispredictedbrarches,in addition to what sdftware predcation
cando. The main difference between wish brandhesand software predcation is that the wish branch mecharnism can selectvely predicate
ead dynamic instarce of a branch. With wish brancles,a branchis predicaedonly if it is hardto predictat run-time,wherea with software
predcation a brarch is predcated for all its dynamicinstances. Thus, wish brarches redice the overheadof software predication However,
evenwith wish branctes,all basic blocks betweenanif-convertedbranchand the correspading CFM point arefetchedpredicated Therefore,

wish brarchesalsohave higherperformanceoverheador nestechamnocksthanDMP.

Notethatsoftwarepredcation (and wish branctes)caneliminateabrarch mispredictiordueto abrarchthatis control-dgerdentonanaher
hard-to-predictbranch(e.g branchatB is control-deendenton branchat A in Figure 4b), sinceit predicaesall thebasicblocks within anested
hammock This bene t is not possiblewith ary of the otherparadigns except multipath,but we found thatit provides signi cant performarce

bene t only in two benchmarks(3% in twolf, 2% in go).



Selective/limited dual-path execution fetches from two pathsafter a hardto-predict brarch. The instructionson the wrong path are
selectvely ushedwhen thebrarchisresohed Dual-pathexecution is applicalbe to any kind of CFG becausethe control- ow doesnot have
to recawverge Herce, dual-pathcan potentially eliminatethe branchmispredictionpendty for all ve CFG types. However, the dual-path
mechanismneed to fetch a larger number of instructionsthan ary of the othermechaisms(exceptmultipath) beauseit continuesfetching
from two paths until the hard-to-predtt branchis resoled eventhough the processomay have already reacteda control-independent pointin
the CFG. For example,in the simge hanmockcase(Figure 4a), DMP fetches blocks D, E, ard F only once but dual-pathfetchesD, E, ard F
twice (once for eachpath). Therefore the overhea of dual-pathis much higher thantha of DMP. Detailed comparisonsof the overheadard
performanceof differert processingnodds areprovidedin Section 5.

Multipath execution is a genealized form of dud-path execution in that it fetchesboth patts after every low-con dence brarch and
therefae it canexeautealong many (morethantwo) differert paths atthesanetime. Thisincreagsthe probability of having the correctpathin
the processds instruction window. However, only one of the outstanéhg pathsis the correctpathandinstructions on every other pathhave to
be ushed.Furthermore,nstrudionsafteracontrol- ow indegendentpaint haveto be fetchedexecuedsepaately for eachpath(like dual-path
but unlike DMP), which caugsthe processingresoucesto be wastedfor instructionson all paths but one. For examge, if the number of
outstanding pathsis 8, thena multipath processomastes37.5% of its fetch/execution resaircesfor wrong-path/uselessnstructions even after
a control-indepencent point. Herce, the overheadof multipathis mucd higher thantha of DMP. In the exampleof Table 1 the belavior of
multipathis the sameasthatof dual-pah becawsethe examge assimesthereis only one hard-to-pedictbranchto simpify the explanation

DMP canpredcatesimge hamnocks nestechanmocks, frequently-hamnocks andloops. On average, thesefour CFG typesaccourt for
66% of all brarch mispredictions. The numbe of fetchedinstructionsin DMP is lessthanor equal to othe mechaismsfor all CFG types,as
shavnin Tabe 1. Hernce,we exped DMP to eliminatebrarch mispredictionsmoreef ciently (i.e. with lessoverhead thanthe otherproceseng
paradigms.

3. Implementation of DMP
3.1 Entering Dynamic Predicaion Mode

The diverge-mege procesor entersdynamicpredicationmode (dpred-mock) if a diverge brand is estimated to be low-con denceat run-
time. Whenthe proaessorentersdpred-mock, it need to do the foll owing:

1. Thefront-endstores the addressof the CFM point assaiated with the diverge branchinto a buffer cdled CFM register The processor
alsomarks the diverge brarch asthe brand that causedentry into dpredmode

2. The front-endforks (i.e. createsa copy of) the returnaddessstack (RAS) and the GHR whenthe processo ertersdpred-male. In
dpred-male, the processo accesseshe samebranchpredictortable with two differentGHRs (onefor eachpath)but only corred path
instructiors updae thetableafterthey comnit. A sepaate RASis neeedfor eachpath. Theprocessofforkstheregisteraliastabe (RAT)
when thediverge branchis renanedsothateach pathusesa segparateRAT for registerrenamingin dpredmode. This hardware sugortis
similar to the dual-pathexeaution mechanismg1].

3. The front-endallocatesa predicateregiser for the initiated dpred-male. An instruction fetchedin dpred-mogk carries the predicate

registeridenti er (id) with anextrabit indicating whethertheinstructionis on thetakenor the nat-takenpathof the diverge brand.
3.2 Short Hammocks
Frequently-mispedictedhammockbrandeswith few instructionsbefore the CFM pointaregood candidaes to be alwayspredicated even

if the con dence on the branchpredction is high. The reasonfor this heuistic is that while the cog of mispredicting a shat-hammod

brarchis high (ushing mostly cortrol-independert instructiors tha werefetchedafterthe CFM point), the costof dynamic predicationof a



shat-hammod branchis low (uselessxecttion of justthe few instructions on the wrong-pathof the branch). Therefae, alwayspredcating

shat-hammod diverge branch cardidateswith very low dynamicpredcation costis area®nable trade-of.

3.3 Multiple CFM points

DMP cansuwppat morethanone CFM point for a diverge branchto enalbe the predcation of dynanic hanmocks that startfrom the same
brarch but erd at differentcontrol-indegndent points. The compiler providesmultiple CFM points. At run-time,the processorchooesthe
CRFM point reache rst on anypathof the divergebrand and usesit to enddpred-moce. To supmrt multiple CFM paints, the CFM registeris
extendedto hold multiple CFM-pant addresss.

3.4 Return CFM points

Some function calls areendedby differentreturn instrudions on the taken and not-takenpatts of a diverge brarch. In this case,the CFM
point is the instrudion executedafter the return, whose addres is not known at comgle time becawseit depers on the caller position. We
introducea specialtype of CFM paint calledreturnCFM to hande this case Whena divergebranchincludesareturnCHM, the processordoes

nat look for a particular CFM point addressto enddpred-male, but for the executionof areturninstruction

3.5 Exiting Dynamic Predication Mode

DMP exits dpredmodewheneither(1) both pathsof a diverge brarch have reachel the correspording CFM point or (2) adiverge brarchis
resohed. The processr marks the lastinstructionfetchedin dpredmode(i.e. the lastpredicatedinstruction). The last predcated instruction
triggerstheinsertionof select- opsafterit isrenramed.

DMP enploys two policiesto exit dpred-moet earlyto increasehebene t and redue the overhea of dynamicpredicdion:

1. Counter Policy: CFM points arechos& basedon frequently execued pathsdetermine through compile-time pro ling. At run-time,
theprocessomight not reacha CFM pointif thebranchpredctor predictsthata differentpathshoudd be executed. For examge, in Figure 4c,
the processorcoud fetchblocks C and F. In that case,the processomever reathesthe CFM point and herce cortinuing dynamicpredcation
is lesslikely to provide bene t. To stop dynamic predcation early (before the diverge brarchis resolved) in such caseswe usea heuristi. If
the processo doesnot reachthe CFM point until a certain numker of instructiors (N) arefetchedon ary of thetwo paths,it exits dpred-male.
N canbeasinge global threshdd or it canbe chosenby the conpiler for ead diverge brarch. We found that a per-brarch threstold provides
2.3%higher perfamancethana global threshdd becasethe numter of instructions executed to reachthe CFM point variesacros diverge
brarches After exiting dpred-mock early, the processr continuesto fetchfrom only the predcted direction of the diverge branch.

2. Yield Policy: DMP fetchesonly two pathsat the sametime. If the processo encountersandher low-con dencediverge brarch during
dpred-male, it hastwo chaces:it either treds the branchas a normal(non-diverge) branchor exits dpredmodefor the earlier diverge brand
and erters dpredmodefor thelaterbranch We found tha alow-con dencediverge brand seenonthepredictedpath of adpred-mode-caugng
diverge branchusually hasa higher probability to be mispredcted than the dpredmodecausingdiverge brand. Moreover, dynamically
predcating the later cortrol- o w dependent diverge brand usually haslessoverhed than predcating the ealier diverge brarch becaisethe
numberof instructionsinsidethe CFG of the later branchis smaller (sincethe later branchis usually a nested branchof the previous diverge
brarch). Therdore, our DMP implementationexits dpred-male for the earlier diverge branchand entersdpred-male for the later diverge

brarch.

3.6. Select- op Mechanisn

Select- ops areinsated whenthe processorreackesthe CFM point on both paths. Seled- opschoos datavaluesthat were produced

from the two pathsof a diverge branchsothatinstrudions afterthe CFM point receive correct datavaluesfrom select- ops. Our select- op



generationmechaismis similarto Wangetal's [44]. However, our schemeis simper thantheirs becaiseit needsto compareonly two RATs
to gereratethe select- ops. A possibleimplemenation of our schene is explained bdow.

Whenadiverge brarch that causedertry into dpred-male reactesthe reramingstage, the processorforks the RAT. The procesorusestwo
differert RATSs, one for eachpath of the diverge brarch. We exterd the RAT with one extra bit (M -modi ed-) perertry to indicatethatthe
corregpording architedural registerhas beenrenanedin dpred-mode. Upon enteringdpred-male,all M bits are cleared. Whenanarchitectural
registeris reramedin dpred-moa, its M bit is set.

When the last predcated instruction reaches the register reraming stage, the select- op insertion logic compares the two RATs.S
If the M bit is setfor an architecturh register in either of the two RATS, a select- op is inserted to choose according to the pred-
icate register value, betweenthe two physical registers assignedto tha archtedural register in the two RATs. A sdect- op allo-
catesa new physical register (PR,ew ) for the architecturalregister Conceptually, the operationof a sele¢- op can be summaized as
PR.ew =(pre dicate _regist er val ue)?PRt:PRyT, WherePRr (PRy 1) is the physical register assignedto the architecturakregis-
terin the RAT of thetaken(not-taken)path.

A sdect- opis exeautedwhen the predcatevalue andthe selectedsouce operandare ready. As a perfaomanceoptimization, a select- op
doesnot wait for a saurceregisterthat will not be selected Note that the select- op generatiorlogic operatesn parallel with work donein

othe pipeline stagesandits implemenation doesnot increasehe pipelinedepthof the processor

3.7. Handling Loop Branches

Loop brarchesaretreaed differently from non-loop brancles. Onedirectionof aloop brarchis theexit of theloop andtheotherdirectionis
one moreiteration of theloop. When the processoentersdpred-malefor aloop branch only one path (theloopiterationdirection)is execued
ard the processomwill fetchthe samestatc loop branch again. Enteringdpred-male for a loop brarch always implies the exeaution of one
moreloop iterdion.

The processorentersdpred-male for aloop if theloop-typediverge brarchis low con dence.Whenthe processo fetchesthe samestatic
loop branchagainduringdpred-male, it exits dpred-moce and insers select- ops. If thebrand is predictecdto iteratethe loop oncemore,the
processotentersdpred-mode again with a differentpredicateregisterid®, regardles®f the con denceof thebrarch predction. In otherwords,
oncetheprocessodynamicdly predicatesone iterationof the loop, it continuesto dynamically predcate the iteratiors until theloop is exited
by the branch predictor. The processoistoresthe predcate registerids associatedvith the samestatic loop branchin a smallbuffer and these
arelaterusedwhenthe branchis resolved aswe will describein Section3.8. If thebrarchis predictedto exit the loop, the processordoesnot

enter dpred-male againbut it stars to fetchfrom the exit of the loop afterinserting select- ops.

3.8 Resdution of DivergeBranches
Whenadiverge brarch thatcaugdentryinto dpred-moa is resdved, the procesordoesthefollowing:

1. It broadcats the predicateregisterid of the diverge brarch with the correctbranchdirection (taken or not-taken). Instructions with the
samepredicatad andthe samedirection aresaidto be predicated-TRJE and thosewith the sarre predcate id but differentdirection are
saidto bepredicated-ALSE.

2. If theprocessois still in dpred-malefor thatpredcateregisterid, it simpy exits dpredmodeandcontinuesfetchingonly from thecorrect
path asdetermine by theresolvedbranch If the processohasalreadyexited dpred-mock, it doesnot needto takeary specialaction.In

eithercasethepipelineis not ushed

5This comparison is adualy performed incrementally every time a registe is renanedin dpredmode so that no extra cydes are wasted for seed- op
generation. We simplify theexplanaion by descrbingit asif it hgopers at once attheend of dpredmode.
6DMP has alimitednumber of predcate registers (32 in our model). Note that theseregisersarenotarchitecturaly visible.



3. If aloop-typedivergebranchexits theloop (i.e. resdvedasnot-taken in abackwardloop), theprocessr alsobroad@ststhe predicateid's
thatwereassgnedfor |ater loopiterationsalongwith the correctbranchdirectionin consecutie cycles.” This ensuresthattheselect- ops

aftereachlaterloopiteration choosethecorrect live-ou values.

DMP ushesits pipdine for ary mispredcted brarch that did not cau® entry into dpred-mocdk, such asa mispredected brarch that was

fetchal in dpredmodeand turnedout to be predicatedTRUE.

3.9 Instruction Execution and Retirement

Dynanically predicatedinstructionsare execued just like otherinstructions(except for store-loadforwardng describé in Sectbn 3.10).
Since theseinstructionsdepend on the predicae value only for retirement purposes, they canbe executedbefare the predicatevalue (i.e. the
diverge brarch) is resohed If the predicatevalueis known to be FALSE, the procesor doesnot needto executethe instructiors or allocate
resoucesfor them Nonethelessall predcatedinstructiors corsumeretiremen bandvidth. Whena predcated-FALSE instruction is reads to
beretired, the processr simply freesthe physicalregister (along with otherresairces)allocatedfor thatinstructionand doesnat updatethe

arctitectual statewith its resuts® The predcate register as®ciatedwith dpred-moce is releasd whenthe last predicatedinstrudion is retired.

3.10. Load and Store Instr uctions

Dynanically predcatedloadinstructions areexecutedlike normalload instructions. Dynamically predicatedstoreinstructions aresert to
the storebuffer with their predcateregisterid. However, a predicatedstoreinstructionis not sent further down the memorysystem(i.e. into
the cactes)until it is known to be predcated-TRUE. The processo dropsall predcated-RALSE store requests.Thus, DMP requiresthe store
buffer logic to ched the predicde registervalue beforeserding a storerequestto the memory system.

DMP requiressuppart in the store-loadforwardng logic. The forwardng logic shoud check not only the addresse$ut also the predicate
registerids. The logic canforward from: (1) a non-predcatedstoreto any later load, (2) a predicatedstore whosepredicateregister value
is known to be TRUE to ary laterload, or (3) a predicatedstore whose predicateregisteris not read to a laterload with the samne predicate
registerid (i.e. onthesamedynamicdly predcatedpath).If forwardng is not possble, theloadwaits. Note that this mecharism ard structures
to supportit arethe sameasthestore-loadorwardingmechaiismin dynamic-hammak-predcation [22]. An out-of-orderexecution processor

thatimplemerts sdftware predicationor wish brarchesalsorequiresthe samesupportin the stare buffer ard store-loadorwardinglogic.

3.11. Interrupts and Exceptions

DMP doesnat requre ary special supportfor hardling interruptsor exceptions. Whenthe pipelineis ushedbeforeservicingtheinterrupt
or exception ary specuative stateincludingDMP-spec ¢ stateis also ushed. Thereis no needto save andrestorepredicateregisters,unlike
software predicdion. The processo restars in normal mode right after the lagt architecturalretired instructionafter coming back from the

interru/exceptionsenice. Exceptiors generatedy predcated-FALSE instructionsaresimply dropped
3.12. Hardware Complexity Analysis
DMP increaseshardware complexity conparedto current processorsbut it is aneneagy ef cient designas we will show in Secton 5.5.

Someof the hardwere required for DMP is already presemnin currern processes. For example,select- opsaresimilar to CMOV opeations

and comgdex op gererationand insertionschemesare already implementedin x86 processors.Table 2 sumnarizesthe additional hardvare

"Notetha only onepredicate id neadsto be broalcast per cycle becawsesekd- opsfrom alateriteration canrot anyway be executed before the sekd- ops
from the previousiteration are exeauted (since seleet- opsof thelate itergion aredependent onthe seect opsof the previousiteraion).

8In a current out-of-order processoy when an instriction is realy to be refired, the processorfreesthe physial register allocated by the previous instruction
thatwrote to the same architecdural register. Thisis exadly how physcd registers are freedin DMP for non-predicated andpredicated-TRUE instrictions. The
only differenceis thata predicaed-FALSE instruction freesthephysicd registe al ocatedby itsef (sncethat physicd registe will not bepartof thearchitecturd
stee) ratherthanthe physial register all ocaed by the previous instruction tha wrote to the samearchitectural registe.
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support requiredfor DMP and the other processingnodels. DM P requiresslightly more hardwaresupport thandynamic-lammod-predcation

and dual-pah but much lessthanmultipath.
Table 2. Hardware support required for different branch processing paradigms. (m+1)is the maximum numberof outstanding pahsin multipath.

[Hardware | DMP | Dynamic-hammock [Dud-path/Multipath | Softwarepredication | Wish branches |

Fechsuppot CFM regi_stes, +1PC fetch both paths +1/mPC ‘ sekedion beyvem
round-rohin fetch in simple hanmodk round-rdbin fetch branch/predicatedcode

Hardvare-generated : : : j ]

predicate/pah IDs required required required (path IDs)

Branchpred.sumort [+1GHR, +1RAS - +1/mGHR,+1/mRAS | - -

BTB support markdiverge br/CFM | markhammock br. - - mark wish branches

Con dene estmator | required optional (perfamance) | required - required

Demdesupport CFM pointinfo - - predcatedinstructions | predicatedinstrudions

Renamesuppat +1 RAT +1 RAT +1/mRAT -

Predcate registas required required - requred required

Sekd- opgereraion|required required - optiond (performance | optional (performance)

LD-ST forwarding ched predcate ched predcate ched pah IDs check predicate checkpredicae

Branchresolution ched_( us_h/no ush I ched ush/no ush chedk ush/no ush - check ush/no ush
predicak id broactast

Retirement ched predcate ched predcate sdective ush check predicae checkpredicae

3.13. 1SA Support for DivergeBranches

We presat an exampge of how the compler can transferdiverge branchand CFM point information to the hardvare through simple
mod cations in the ISA. Diverge brandesare distinguishedwith two bits in the ISA's brarch instructionformat. The rst bit indicates
whetter or not the branchis a diverge branchandthe second bit indicateswhether or not a branchis of loop-type If a branchis a diverge
brarch, the following N bits in the progam codeareinterpreed asthe encading for the asseiatedCFM points. A CFM point addresscanbe
ercoded asa relative addessfrom the diverge branchaddressor asan absdute addresswithout the mog signi cant bits. SinceCFHM points
arelocatedcloseto a diverge brarch we found that 10 bits areernough to encale eachCFM poaint selectedy our comgl er algarithm. The ISA
could dedcatea xednumbe of bytesto encode CFM pointsor the numter of bytes canvary deperding on the numbe of CFM points for
ead diverge branch We allow maximum3 CFM points perdiverge brarch. To support ealy exit (Section3.5),the compiler alsousesL extra
bits to encade the maximum distancebeween a branchandits CFM paint (L is a scaled4-hit value in our implementatioi.
4. Methodology
4.1 Simulation Methodology

We usean execuion-driven simulatorof a processortha implementsthe AlphalSA. An aggessve, 64KB branchpredicta is usedin the

baseline procesor. The parametersf thebasédine processoare shown in Table3.
Table 3. Baseline processor con guration

FrontEnd 64KB, 2-way, 2-cycle I-cache; fetchesup to 3 conditional brandhes but fetch ends atthe rst predicted-akenbrand; 8 RAT ports
Branch Pradictors 64KB (64-ht history, 1021enty) perceptron brandh predctor [20]; 4K-entry BTB
64-entry return addressstack; minimum brarch misprediction penaly is 30 cycles
Exeaition Core 8-widefetchlissudexeauteretire; 512-entry reorcer buffer; 128-ertry load-sbrequeue 512physcd registers
schedulingwindow is patitionedinto 8 sub-wndows of 64 entrieseach; 4-cycle pipelinedwake-upand sekedion logic
On-chip Cadches L1 D-cache: 64KB, 4-way, 2-cycle, 2 Id/stports; L2 cache: IMB, 8-way; 8 banks,10-cycle, 1 port; LRU redacement and 64B linesize
Buses and Memory | 300-cyck minimummemorylatency; 32 banks; 32B-wide core-to-memory bus at 4:1 frequency ratio; buslatency: 40-cyck rourd-trip
Preetche Stream prefetcherwith 32 streamsand 16 cache line prefetch distarce (lookehead) [42]
| DMP Support | 2KB (12-bit history, threshold 14) enhanced JRScon dence esimator [19, 17]; 32 predicate registes; 3 CFM registers (also seeTable 2) |

We also mockel a lessaggessive (bae2) processorto evaluae the DMP corceptin a con guration similar to todays processecs. Talde 4
shavs the parametersf thelessaggessve proessorthataredifferentfrom the baselineprocessaor

The experiments are run using the 12 SFEC CPU 2000 integer benchrarks and 5 SPEC 95 integer berchmarls® Table 5 shaws the

9Gcc,vortex,and petl in SPEC 95 are notindudedbecauselater versions of thesebenchmarksareincludedin SPECCPU 2000.
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Table 4. Less aggressive baseline processo r (base2) con guration

FrontEnd Fetchesupto 2 conditiond brarches but fetch erdsat the r st predicted-taken brarnch; 4 RAT ports
- 16KB (31-ht history 511-entry) pereeptron branch predctor [20]; 1K-ertry BTB
Branch Pralictors A : I .

32-entry return addresssteck; minimum brarch mispreliction penalty is 20 cycles
Exeaution Core 4-widefetchissudexeauteretire; 128-entry reorcer buffer; 64-enty scheluling window; 48-entry loadstorequele
128physial registers; 3-cycle pipdined wake-yp and sekdion logic
Buses and Memory | 200-cyck minimummemorylatency; buslatency: 20-cycle roundirip

characterigts of theberchmarls onthe baselingorocessor All binariesarecompled for the AlphaISA with the -fastoptimizations. We usea
binary instrumeration tool that marksdiverge branctesandtheir resgective CFM pointsafterpro li ng. The bendimarks are run to comgetion
with aredwedinput set[25] to reducesimulationtime. In all the IPC (retiredInstructionsPer Cycle) performarce resuts shavn in the rest of
the paper for DMP, instructionswhosepredicatevaluesare FALSE and select- ops inserted to suppat dynamic predicationdo not contribute

to theinstructioncount.

Table 5. Characteri stics of the benchmarks : basdine IPC, potential IPC improvementwith peffect branc predction (PBP IPC ), total number of

retiredinstrictions (Insts),numberof staic diverge brandes(Diverge Br.), numberof all static brandes(All br.), increase in codesize with divergebrand and

CFM information (Codesize ), base processor IPC (IPC base2, potenial IPCimprovement with perfect branchprediction onthe bas@ processor (PBPIPC
base2. perl, comp,m88are theabbreviatonsfor perlbmk, compress,and m88ksim respetively.

| [[gzip| vpr | gec | mcf | crafty [ parser| eon | pel | gap | vortex| bzip2 | twolf [ comp| go [ijpeg| li [m88]
BaselPC 202| 150 | 1.25| 0.45| 254 | 1.50 |3.26|2.27|2.88| 337 | 148 | 218 | 218 | 0.97 | 273 | 2.15| 3.27
PBPIPC 90% | 229% | 96% | 113%| 60% | 137% | 21% | 15% | 15% | 16% | 94% | 112% | 13%% | 227%| 93% | 60% | 24%
Insts (M) 249 | 76 83 111 | 190 | 255 | 129 | 99 | 404 | 284 | 316 | 101 | 150 | 137 | 346 | 248 | 145
Divergebr. 84 | 434 | 1245 | 62 192 37 116 | 92 | 79 250 74 235 16 117 | 48 18 | 158
All br. (K) 16| 42 | 295| 14 51 37 49 | 94 | 46 13 1.4 4.7 0.6 7.7 2 12 | 1.7

Codesize (%) |[0.12| 035 | 023 | 01 0.13| 0.03 |/0.01{0.03|0.03| 009 | 011 | 016 | 0.02 | 0.08 | 0.04 |0.02|0.13
IPCbase2 || 1.77| 139 | 098 052 | 1.76 | 1.36 | 2.05]| 1.36 | 2.03] 1.73 | 1.39 | 1.71 | 1.79 | 0.86 | 2.05 | 1.69| 2.10

PBPIPC base2|[ 39%| 84% | 46% | 58% | 27% | 65% | 9% | 7% | 9% | 8% | 46% | 46% | 50% | 101%)| 37% | 34% | 12%

4.2. Modeling of Other Branch Processng Paradigms
4.2.1. Dynamic-Hammock-Predication Klauseretal. [22] discissedsereraldesign con gurations for dynamic-hammak-predication.
We chosethe following designcon gurations that provide the bestperformance (1) Simple hamnock brarchesare marked by the compiler

through pro ling, (2) A con denceestimatoris usal to decidewhen to predicatea simplehamnock.

4.2.2. Dual-path Severaldesignchoicesfor dual-pathprocessorswere proposel [18, 15, 24, 1]. The dual-pathprocessomwe modelfetches
instructiors from two pathsof alow con dene branchusinga round-rabin schene. To give priority to the predicted path (since the brand
predctor is morelikely to predicta correctdirection), the processo fetchestwice as manyinstructiors from the predcted path asfrom the
othe path[1]. This is accanplishedby fetching from the other path every third cycle. The con guration of the con denceestimatoris
optimized to maximizethebene t of dud-path (13-hit history, threshold4). Mostof the previousevaluatiors of dual-pah processorsncreasd
the fetch'rename/aecution bandvidth to suppat two paths. However, in our model, the baseline, dynamic-hamnock-predication,dual-path,

multipath,andDM P have the sameamourt of fetch/rermme/eeaution bardwidthin orde to provide fair compaisons.

4.2.3 Multipath Themodeledmultipath processostartsfetching from both pathseverytimeit enmurters alow-con dencebrarch, simi-
larly to PolyPath[24]. The maximumnunberof outstarding patts is 8, which we found to peform bestamorg 4, 6, 8, 16, or 32 outstandng

pahs. The processr fetchesinstructionsfrom ead outstanéhg path usinga round-rokin scheme

42.4. Limited Software Predication Sincethe AlphaISA doesnot support full predcation, we modé limited software predication™®
with the following modi cations in the DMP mechanism: (1) a diverge brand is always (i.e. statically) cornverted into predcatedcoce and

eliminatedfrom theprogran, (2) only simple and nested hammaocls areconverted into predicatecode (3) all basicblocks(instrudions)beween

e cdl it limited soitware predication, becauseour software predcation does not modelcompier's optimization effect onif-conversion
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adiverge brarch andthe CFM paint of the brancharefetchedpredicated(4) thereis no brarch mispredictionbetween the diverge branchand
the CFM point since all blocksarepredicated(5) a selectuop mectanism[44] (similarly to DMP) is enployedsothat predicatedinstrudions

canbe executed beforethe predicatevalueis ready

4.2.5. Wish Branches We modé wish brarchessimilarly to limited softwarepredicationexceptthat: (1) the processordecides whetheror
not to predcate basel on the con dence of branchprediction(sameasin DMP), (2) the processorcan predicatenot only simpleand nested

hammocls but alsoloop brandes,(3) awish branchis not eliminatedfrom the progam.

4.3, Power Model

We incorporatedthe Wattch infrastructure[5] into our cycle-accuratesimulator The power model is basedon 100nm techrology. The
frequeng we assumds 4GHzfor thebaselingrocesso and 1.5GHz for the lessaggessive processorWe usethe aggessive CC3clock-gating
mockl in Wattch: unusedunits dissipate only 10% of ther maxmum power whenthey arenot acessed5]. All additional structuresand
instructiors required by DMP arefaithfully accauntedfor in the power mockl: thecon denceestimatorone more RAT/RAS/GHR, select- op
generation/eecution logic, addtional microcode elds to support seled¢- ops, addtional elds in the BTB to mark diverge branclesand to
caceCPFM points,predicateand CFM registers, andmodi cati onsto handleload-storeforwardng andinstructionretiremen. Forking of tables

and insertbn of select- ops are modeledby increasinghe dynamicaccessountersfor every relevantstructure.

4.4, Compiler Support for Diverge Branchand CFM Point Sekection

Diverge brand and CFM point cardidatesare determired basel on a comhnation of CFG andysis and pro ling. Simple hammaks,
nested hammaks, and loops are found by the compiler using CFG aralysis. To determire frequertly-hammaks, the compiler nd s CFM
point cardidates(i.e. post-doninators)consideing the portionsof a program's contrd- o w graphthat areexecuted duringthepro li ng run. A
brarchin asuitabe CFG ismarkedasapossibledivergebrand if it isrespamsiblefor atleast0.1% of thetotal numberof mispredictionsduring
pro ling. A CFM point cardidateis selectechsa CFM pointiif it is reache from a divergebrarch for atleast 30% of the dynamicinstancesof
thebranchduringthe pro ling run ard if it is within 120 static instructionsfrom the diverge brand. The threshads used in compiler heuristics
aredetermired experimentally. We usedthetrain input setsto collectpro | ing information.
5. Resaults
5.1 Performance of the Diverge-MergeProces®r

Figure 6 shaws the performane improvement of dynamic-hammek-predication,dual-path,multipath,and DMP over the baselingproces-
sor. Theaverage IPCimprovemen over all bendmaris is 3.5% for dynamic-hamnock-predication 4.8%for dual-path,8.8% for multipath*
and 19.3% for DMP. DMP improvesthe IPC by morethan 20% on vpr (58%), mcf (47%), parser(26%), twolf (31%), compres (23%), and
ijpeg (25%). A signi cant portion (more than60%) of brand mispredictios in thesebenchmarksis due to branctesthat can be dynamically
predcatedby DMP as was shown in Figure 5. Mcf shows addtional performane bene t dueto the prefetching effect caugd by predcated-
FALSE instructions. In bzip2, eventhouwgh 87% of mispredictionsare dueto frequently-hamnocks, DMP improvesIPC by only 12.2% over
the basdine. Mostfrequently-rammods in bzip2 have morethanone CFM point andthe run-time heuristic used by DMP to dedde which
CRM point to usefor dynamic predicdion (Section3.3) doesnot work well for bzip2

Dynanic-hammak-predcation providesover 10% performane improvemert on vpr andtwolf becaisea relatively large portion of mis-

predctionsis due to simplehammods. The perfamancebene t of dual-pathis higherthanthat of dynamic-rammod-predcaton but much

UKlauseret al. [22] reporied average5% performane improvementfor dynamic-hammockpredication, Farrensetal. [15] reported average 7% performance
improvement for dud-path (with extra exeaution resouces to sugport dud-path), and KlauserandGrunweld [23] repated average 9.3% performane improve-
mentfor PolyPath (multipath) with a round-rolin fetch scheme. The differences betweenther and our resuts are due to different brarch predctors, macine
con gurations,and berchmaks. Our baséi nebranch predictor is much more accurate than thase in previouswork.
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Figure 6. Performan ce impr ovement provided by DMP vs. dynamic-hammo ck-predicati on, dual-path, and multi path executi on
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Figure 7. Fetched wrong-path instr ucti ons per entry into dynamic-pred ication /dual-path mode (i.e. per low-cond ence branch)
lessthan that of DMP, even though dual-pathis applicalde to ary kind of CFG. This is due to two reasms. First, dual-pathfetches a larger
numberof instructionsfrom the wrong path comparedto dynamic-hammak-predcationand DMP, aswasshavn in Table1. Figure 7 shavs
theaveragenumter of fetchedwrong-pathinstructionspereachentryinto dynamic-prelication/dwal-pathmodein thedifferert processors.On
average, dual-pathfetches134 wrong-pathinstructionswhichis much highe than4 for dynanic-hammak-predcation, and 20 for DMP (note
thatthis overheadis incurredevenif the low-con dence branch turnsout to be correctly predicted. Seconl, dual-pah is applicableto one
low-con dence branch at a time. While a dud-path processois fetching from two paths, it canna perfam dual-pathexecttion for anaher
low-con dence brarch. However, DMP can diverge againif anothe low con dencediverge brand is encounteredafter the processorhas
reacledthe CFM poaint of a previous diverge branch andexited dpredmode For this reasam, we found tha dual-pah camot reduceasmany
pipdine ushesdueto brarch mispredictionsas DMP. As Figure 8 shows, dud-path redwespipeline ushesby 18% wheres DMP redwces
themby 38%.

Multipath performs better thanor similarly to DMP on gzip, gcc, and go. In theseberchmaks more than 40% of brand mispredictionsare
dueto non-megingcontrol o w thatcanna be predcatedby DMP but canbe eliminatedby multipath. Multipath alsopeformsbetterthandual-
pah exeaution on average becawseit is apgicable to multiple outstarding low-con dencebrarches. On averege, multipath redwespipeline

ushesby 40%, similarly to DMP. However, becausemultipathhasvery high overhead (200 wrong-pathinstrudionsperlow-con dencebrarch,

asshawn in Figure 7), its average performanceimprovementis much lessthanthatof DMP.
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5.2 Comparisonswith Software Predication and Wish Branches
Figure 9 shows the execution time redudion over the baselinefor limited software predicatiort? and wish brarches. Since the number
of exeauted instructiors is differert in limited software predcation ard wish brandes, we usethe executiontime metric for performarce
comparisors. Overal, limited satware predicationreducesexecuion time by 3.8%,wish branctesby 6.4%, and DMP by 13.0%. In most
benchmarks, wish brarchesperform betterthan predcation beausethey can selectvely emable predcated exeaution at run-time, therely
redwing the overheadof predcation. Wish brandesperformsign cantly better than limited sdftware predicationon vpr, parser ard ijpeg

becausethey canbeapplied to loop brarches
1.05

=[imited software predicatio
=wish branches

Execution time normalized to the baseline
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Figure 9. DMP vs. limited software predicati on and wish branches

There are somedifferenca between previous results[21] and our resuts in the bene t of software predicationand wish brandes. The
differercesaredue to thefollowing: (1) our baselingprocessoraready employsCMOVs which provide the perfamancebere t of predcation
for very smallbasicblocks, (2) ISA differerces(Alphavs. 1A-64), (3) in our mockl of softwarepredicationthereis nobere t dueto compiler
optimizations that canbe enaled with larger basicblocks in predicatedcode, (4) since wish branthesdynamically reducethe overheadof
softwarepredcaion, they allow largercodeblocks to be predicated,but we could not model this effect beauseAlphalSA/compler doesnot
support predcation.

Eventhough wish branctesperformbetterthanlimited software predication,thereis alarge performare differencebetweenwish brancles
and DMP. The main reasm is that DMP canpredicde frequertly-hammaks, the majority of mispredcted brarchesin mary berchmarls as

shavn in Figure 5. Only parser doesnot have mary frequertly-hammods, sowish branctesandDMP performsimilarly for this benchmark.

2\We call our softwarepredication model “limited softwarepredication” becausewe do not model compiler optimization effects enalded via if-conversion
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Figure 10 shows the performanceimprovementof DMP over the baselineif DMP is allowed to dynamically predicate:(1) only simple ham-
mocks, (2) simpe andnested hammods, (3) simpe, nested frequently-hammocls, and(4) simge, nested frequently-rammods and loops.
Thereis alarge performanceprovidedby thepredcaton of frequerily-hammaksasthey arethesinge largestcau® of branchmispredictions.
Hence, DMP provideslarge performarceimprovementdy enalbing the predcation of awider range of CFGsthan limited softwarepredcation

and wishbranctles.
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Figure 10. DMP performance when different CFG types are dynamical ly predicated

5.3 Analysis of the Perf ormance Impact of EnhancedDMP Mechanisms

Figure 11 shaws the performartce improvementprovided by the enhancedmechanismsin DMP. Single-cfmsupportsonly a single CFM
point for eachdiverge branchwithout ary erharcemerts. Single-cfm by itself provides 11.4% IPCimprovemert over the baséine processao.
Multiple-cfmsupports more thanone CFM point for each diverge brarch asdescribd in Section3.3. Multiple-cfm increaseghe performarce
bene t of DMP for most berchmaks becaus it increagsthe probability of reaching a CFM paint in dpredmodeand herce, the likelihood
of successof dynamic predcaton. Mcfm-counter sugports multiple CFM points and also adoptsthe Counter Policy (Section3.5). Counter
Policy improvesperformarcesign cartly in twolf, compess,and go; threebendimarksthathave a high fraction of large frequertly-hammod
CFGs wherethe branch predictorsometimesdeviatesfrom the frequertly execued paths Mcfm-courter-yield also adoyis the Yield Policy
(Section 3.5) to exit dpred-male early, increasingthe performarme bene t of DMP to 19.3%. Yield Policy is bene cial for vpr, mcf, twolf,
compressand go benchmarks.In these berchmaks, manydiverge branches arecontrol- ow depencent(i.e. nested)n other divergebrarches,

and control- ow depencentdiverge brarchesaremore likely to be mispredicted

60
55 = single-cfm
50 ~ = multiple-cfm
5 = mcfm-counter
40 = mcfm-counter-yield
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Figur e 11. Performan ce impact of enhanced DMP mechanisms
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5.4. Sersitivit y to Microarchitecture Parameters
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54.1 Evaluation on the Less Aggressive ProcessorFigure 12 (left) shows the performane benet for dynamic-hammak-
predcation, dual-path, multipath,andDMP on the lessaggressie baselingorocessoandFigure12 (right) showvs the execttion time reduction
over thelessaggressve baseline for limited software predcation, wish branches,and DMP. Sincethe lessaggessve processorincursasmaller
penalty for a branchmispredction, improved brantd handing haslessperformare potertial thanin the baselineprocessar However, DMP
still provides7.8% IPC improvementby redwing pipeline ushesby 30%, whereasdynamic-hammak-predcation, dual-pah andmultipath
improve IPC by 1.6%,1.5%, and 1.3%respectvely. Limitedsoftwarepredicationreduces execttion time by 1.0%, wish branches by 2.9%, ard
DMP by 5.7%

54.2 Effect of a Different Branch Predictor We alsoevaluateDMP with a recently developed brand predctor, O-GEHL [36]. The
O-GHHL predictorrequiresa comgdex hashingmectanismto index the branchpredctor tables,but it effectively increasesthe globd brand
history length. As Figure 13 shaws, replacingthe baselineprocessors perceptronpredctor with a more comgex, 64KB O-GEHL brandh
predctor (OGEHL-base)provides 13.8% perfamanceimprovemer, which is smallerthan the 19.3%performane improvemen providedby
implementing diverge-mepge proaessing(perceptroADMP). Furthermoreusing DMP with an O-GEHL predctor (OGEHL-DMP) improves
the averagelPC by 13.3%over OGEHL-baseand by 29% over our baseline processr. Hence, DMP still provideslarge performarce bene ts

whenthe baselingprocessors brarch predctor is morecomplex andmoreaccuate.
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Figure 13. DMP performance with differen t branch predictor s

54.3. Effect of Con dence Estimator Size Figure 14 shaws the performanceof dynamic-rammodk-predcation, dual-path,multipath

and DMP with 512B, 2KB, 4KB, and 16KB con denceestimatorsand a pefect con dence estimator Our baselineemploys a 2KB entancel
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JRScon denceestimato{19], which has14%PVN (' accuacy) and70% SFEC (' coverag)[17].** Evenwith a 512byte estinator, DMP
still provides18.4% perfamanceimprovement. Thebene t of dual-path/mitipathincreasesigni cantly with aperfectesimator becaisedual-
pah/multipathhasvery high overhea asshown in Figure 7, anda perfectcon denceestimatoreliminatestheincurrene of this large overhea
for correctly-preittedbrandes.However, evenwith aperfectestimatoydual-path/mitipathhaslesspotertial thanDMP becaug (1) dual-path
is apdicable to onelow-con dencebranchat atime (asexplainedpreviously in Section 5.1), (2) the overheadof dud-path/multipathis still

much higher thanthat of DMP for a low-con dencebranch becaug dual-pah/multipath execitesthe sameinstructiors twice/mudtiple times

afteracontrol-indgerdentpoint in the program.
35

30 = 512B
== 2KB
2!:
> = 4KB
20 == 16KB
== perfect

=
(¢,

IPC delta (%)

=
o

[¢)]

dynamic-hammock  dual-path multipath DMP
Figure 14. Effect of con d ence estim ator size on performance

5.5 Power Analysis

Figure 15 (left) shovs theaverage increase/redation dueto DMP in the numberof fetchel/execued instrudions, maxmum power, eremy,
and enagy-delayproductcomparedo thebaseline EventhoughDMP hasto fetchinstrudions from both paths of every dynamically predcated
brarch, thetotal numberof fetchedinstructionsdecreaseby 23% becase DMP redu@spipeline ushesandthus eliminatesthe fetchof many
wrong-pathinstructions. DMP exeautes1% more instrudions than the basline due to the overheadof select- ops and predicated-RLSE

instructiors.

?

\
ik

KN
?

delta (%)

= fetched instructions
== executed instructions
== max power
energy

=== energy-delay produg

~

-25

baseline less-aggressive
Figure 15. Power consumption comp arison of DMP with the baseline process or (left) and less aggressive baseline processo r (right)
Dueto the extra hardvarerequredto support DMP, maximumpower corsumgion increasedy 1.4%. However, becaise of the rediction
in fetchal instructiors, eremgy corsumgion is redued by 9.0%. Moreover, enegy-delay product decreaesby 22.3% becawse of bath the

performancemprovementandenegy rediction. Hene, although DMP increaseshardwarecomplexity, it actwally increaseenegy-€f cierncy

13Thesenumbers areacually lower than wha waspreviously published [17] be@useour baseline branch predctor uses a different algorithm andhasa much
highe prediction accuracy than that of [17].
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by reducingpipeline ushesdueto branchmispredictions. DMP isaneremy-ef cient designevenin thelessaggresive processorcon guration

asFigure 15 (right) shaws.
Table 6. Power and energy comparison of different branch processing paradigms
Baseline processo Less aggressie baselire processo
DMP |dyn-ham.| dual-path| multipath] SW-pred] wish br. || DMP | dyn-ham. | dual-pah [ multipath] SW-pred [ wish br.
Max power 14% | 1.1% 1.2% 6.5% 0.1% | 0.4% || 0.9%| 0.8% 0.8% 4.3% 0.1% | 0.4%
Enegy -9.0% | -0.7% -2.2% 4.7% -1.5% | -2.9% |-5.6%| -0.8% 1.1% 3.7% | -0.1% | -1.5%
Enagy Delay |[/-22.3%| -0.9% -7.0% | -43% | -1.8% | -6.1% ||-9.7%| -0.5% 0.5% 2.2% 1.2% | -2.1%

Table 6 providesa powerfeneigy comparisam of the brarch processingparadigns. DMP redwesenagy consumptionand erergy-delay
product much more than othe approatheswhile it increaseshe maxmum power requrementsslightly more than the mostrelevant hard-
waretechmiques (dynamc-hammak-predcation anddual-patt). Note thatmultipathsign cantly increasesboth maximum power and energy

consumpion dueto the extra hardwareto support mary outsianding paths.

6. Related Work
6.1 Related Work on Predication

Software predicdion has beenstudiedintensvely to reducethe brarch misprediction penalty[27, 32, 43, 6] and to increasenstrudion-level
paallelism [2]. However, in areal IA-64 implementation,predicatedexecution was found to provide a smdl (2%) performarce improve-
mert [9]. This small perfamancegainis due to the overheadand limitations of comple-time predication(describedin Sectionl), which
sometimes offsetthe bene t of reducing the pipeline ushesdue to branchmispredictions. Kim et al. [21] proposedwish brarches to re-
ducethe overheadf software predicationby combining conditiond brarchingandpredication. DMP canpredicatea larger setof CFGsthan
wish branchesand it overcanesthe major disadwantag of wish-brandes: the requirementfor a predicatedSA. Klauseretal. [22] proposel
dynamic-lammod-predcaton for predcating only simple hammaks without support for predcated instructions in the ISA. DMP builds
on dynamic-hammak-predcation, but can predcate a much larger se of CFGs. Hence,as we shaved in Section5, DMP providesbetter
peformanceard betterenegy ef ciency.

Hyperlock formation [28] predicdes frequertly executedbasicblocks basedon pro | ing data,andit can predcate more comgex CFGs
thannestechammaks by tail duplication ard loop peding. The bene ts of hyperblocls arethatthey increasethe compiler's scoge for code
optimization andinstruction scheduing (by enlaging basicblocks) in VLIW processorsand they reduce brarch mispraictions[27]. Unlike
DMP, hypeablocksstill require a predcatedISA, incur the overheadof software predcation, arenct adaive to run-timechangesin frequently

exeautedcontrol o w paths, and increasehe codesize[37].

6.2 Related Work on Dual-/Multi-path Exeaution

Heil and Smith[18] and Farrenset a. [15] proposedselectve/limited dual path exeaution mecharisms. As we shavedin Section5, dual-
path executiondoesnat provide a performare improvementassigni cantasthat of DMP becaisedual-path execuion alwayswasteshalf of
thefetch/executionresaurceseven after a control-indegendentpointin the program.

Selective eager execution (PolyPath) was proposedby Klauseret al. [24] asan implementationof multipath execution [33]. Multipath
exeaution requires more hardware cost and complexity (e.g. multiple RATs/RCs/GHRs/RSSs, logic to generate/mamge path IDs/tags for
multiple paths logic to sdectively ushthe wrong paths,andmore complex store-loadorwardinglogic thatcansugport multiple outstanding
paths)thanDMP to keepmultiple pathsin theinstrudion window. As we have shavn in Section5.5, multipathexecutionsigni cantlyincreases

maximum power and enggy consumptionwithout providing as large peformanceimprovemerts asthatof DMP.
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6.3. Related Work on Contr ol Flow Indepencdence

Several hardvare metarismswere proposel to exploit cortrol ow independence[34, 35, 11, 8, 16]. Thesetechnquesaim to avoid
ushing the processo pipeline if the procesoris known to be at a cortrol-independert point in the programwhena mispredictedoranchis
resoled. In contrastto DMP, they requirecomplex hardware to remove the control-dg@erdentwrongpathinstrudions from the processor
and to insertthe cortrol-depemlert correct-p#h instrudions into the pipeline after a branchmispredction. Hardware is alsorequired to form
corred datadepandertiesfor theinserted correct pathinstructiors. Furthermae, control-inceperdert instructionsthat are data-depndenton
theinsertedor removedinstrudionshave to bere-scleduledand re-executedwith the correctdatadeperterciesand afterthe processor nishes
fetchingandreramingthe new insertednstructiors. The logic requiredfor ensuringcorrectdatadependenciesfor bath cortrol-depemnlert and
control-independent instructionsis complicatedasRoterberg etal. pointedout [34].

Collins etal. [12] introduceddynamic recorvergerce predction, a hardware-basetéchnque to identify control recorvergerce points (i.e.
our CFM points)without comgler support. This technigue canbe comlinedwith DMP (sothat CFM points are discoveredat run-time rather

thancompile-time)and ary of the mecharismsthat exploit control- ow independence.

7. Conclusion and Future Work
This paperproposedthe diverge-mege processo (DMP) asan ef cient architecturefor conpiler-assisteddynamic predicatedexecution.
DMP dynamically predicateshard-to-predtt instancesof statically-sdeded diverge brandes. The mgor contritutionsof the diverge-mege

processingconcey are

1. DMP enalbes the dynamicpredcation of branclesthatresut in complec control- o w graphsratherthanlimiting dynamic predicationto
simplehammak brandes. The key insight is thatmost control- ow graghslook andbehave like simplehammak (if-else) structures
when only frequently exeautedpaths in the graphsarecorsidered Therefore, DMP caneliminatebrarch mispredctions dueto a much
largersetof branchesthan previous predcation technquessud assoftwarepredcaton anddynanic hammodk predication

2. DMP corcurrentlyovercomesthethreemajar limitations of satwarepredicdion (describedn Sectionl).

3. DMP eliminatesbrarch misprediction ushes much more efciently (i.e. with lessinstruction execution overhead)than alternative

approades,especiallydual-pathandmultipath execttion (as shown in Table1 andFigure 7).

Our resultsshow that DMP outperforms an aggessve baselineprocesso with a very large branchpredctor by 19.3%while consuning
9.0%lessenepgy. Furthemore, DMP provides higher performarce and betterenagy-ef ciency than dynamichammod predcation, dual-
pah/multipathexecuion, sdtware predication andwish branctes.

The proposel DMP mechaism still requiressomelSA suyppat. A cost-ef ciert hardvare mechaism to detectdiverge branches ard
CPM paints at run-timewould eliminate the needto charge the ISA. Developing suchmechanismsis part of our future work. The results
presatedin this paperarebasedon our initial implementationof DMP using relaively simpe comgler andhardware heuristics/algorithms.
The perfamanceimprovemern providedby DMP can be increaedfurther by future researchaimedat improving thesetecmiques. On the
compiler side, betterheuristcs andpro ling techniquescan be developal to select diverge brarchesand CFM points. On the hardwareside,

better con denceestimatorsareworthy of reseach sincethey critically affect the performane bene t of dynamicpredication
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